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ABSTRACT
On-policy deep reinforcement learning algorithms have low data
utilization and require significant experience for policy improve-
ment. Reusing important data generated by an old policy can both
increase the amount of data needed to update the current policy
and enhance the ability to improve the current policy. However,
the importance of experience is difficult to measure effectively and
the direct use of generated data increases the variance of policy im-
provement. We propose a proximal policy optimization algorithm
with integration prioritized trajectory replay (InPTR), a method
that designs three priority metrics of max, mean and reward to
measure the importance of trajectories. We incorporate the priori-
tized trajectory replay into the PPO algorithm (PTR-PPO) where
truncated importance weight and loss function for PPO policy im-
provement under off-policy are introduced to overcome the high
variance caused by large importance weights under multi-step ex-
perience. To trade-off the performance of three priority metrics
in a task, we design the learner selection module to integrate the
policy of the three priority metrics. We evaluate the performance
of InPTR and PTR-PPO in a set of Atari discrete control tasks. The
results show that our method outperforms the mainstream rein-
forcement learning algorithms PPO and ACER under the same size
of experience, effectively improving sample efficiency.

CCS CONCEPTS
• Computing methodologies→ Computational control theory; •
Computer systems organization→ Robotics.
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1 INTRODUCTION
Deep reinforcement learning (DRL) enables agents to improve them-
selves through trial-and-error learning and has achieved good re-
sults in the fields such as Go [17, 21], games [14, 23], and automatic
control [4, 11]. A good simulation environment can generate a large
amount of experience for agent learning , which is the key factor
for the success of DRL. However, limited by computational com-
plexity, the pratical system cannot accelerate and generate a large
number of interactions. Thus, there is an urgent need to improve
the sample efficiency of DRL algorithms. Existing on-policy DRL
[15, 20], which cannot use historical generation data, abandon some
rare experience that needs to be replayed for learning that will be
useful during training. In off-policy DRL [14], to enable the agent
to remember and reuse historical experience, experience replay
mechanisms [14, 24] are used to store experience which is sampled
uniformally during training. However, in most of experience up-
dates, the state values learned by the agent are simply transferred
from one initial state value to another, especially in reward-sparse
environments, where only those experiences that jump into or out
of the state prior to the endpoint result in a change in the value
estimate [22]. With uniform sampling, many useless update calcula-
tions are performed before a useful experience sample is collected,
which leads to extremely low sample efficiency in an environment
with a large state space.

Intuitively, experience can be prioritized according to the im-
portance, and this approach increases the replay probability of
important experiences, thereby making learning more efficient. Pri-
oritized experience replay (PER) [8, 16] makes the agent frequently
replays those experience samples with high expectations, using
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Figure 1: InPTR Algorithm Architecture. In data generation process, we use multiple actors to interact with the environment
and store the obtained trajectories in temp memory named Current Trajectories ; afterwards, the Current Trajectories are sent to
the PTR-PPO learning process with di�erent priority for policy improvement; the Learner selection moduleselects policy from
three learners with di�erent parameters and pass parameters of Learner to the �2C>Afor interacting with the environment (at
) steps); every� steps, we test the performance of each policy and backup the parameters of the best policy to other policy.
In addition, in the master process, Current Trajectories are sent to the Learner selection module, which is used to update the
selection probability of the policy obtained with di�erent priority.

temporal-di�erence error [22] to measure the priority. As training
updates increase, the estimated distribution of values will have
bias with respect to the true distribution, and PER by introducing
importance-sample weights (IS weights) to correct the distribution.
PER provides a better empirical convergence guarantee for the con-
vergence of reinforcement learning algorithms, resulting in various
RL algorithms in combination with PER: PER-DQN [8], PER-DDPG
[9], PER-HER [25], PER-NAF [7], PER-TD3 [6], etc. Moreover, the
original PER was applied only from the sampling perspective, and
some researchers [2, 3, 5] have used PER in the experience stor-
age phase as well, focusing more on the preservation of important
experiences.

However, existing DRL algorithms that combine with PER are o�-
policy methods. On-policy DRL-based policy gradient (PG) methods
have extremely low sampling e�ciency, which severely limits the
algorithm performance. In addition, existing PER methods measure
the importance of one-step experience. However, updating state
values using one-step experience leads to large bias, especially in
reward-sparse environments, and using multi-step experience for
state value evaluation is one of the advantages of on-policy DRL
methods.

The priority replay mechanism of multi-step experience is a key
factor to improve the sample e�ciency of on-policy PG methods.
Importance weights are needed to correct for estimation bias due to
multi-step experiences replay, but generate high variance ratios that
a�ect the stability of policy improvement. Which priority metric
for multi-step experience is used also a�ects the performance of
the policy improvement.

Among PG methods, proximal policy optimization (PPO) [20],
which makes the policy steadily improve by limiting the gap be-
tween the old and new policy, is an advanced deep reinforcement
learning algorithm. We propose a new reinforcement learning al-
gorithm, called proximal policy optimization with integration pri-
oritized trajectory replay (InPTR), to improve the learning speed
of the RL algorithm by improving sample e�ciency. The main
contributions of this paper are as follows:

1) We propose two trajectory priority metrics for multi-step expe-
riences: the generalized advantage estimator (GAE) -based [19] pri-
ority metric and trajectory undiscounted cumulative reward based
priority metric. Compared with the original temporal-di�erence
error, GAE e�ectively reduces the estimation bias of experiences
in trajectory and is a widely used technique in the reinforcement
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learning literatures. According to GAE, the trajectory priority met-
ric based on the max factor of one-step experience advantage bias
and the trajectory priority metric based on the mean factor of
one-step experience advantage bias are designed to measure the
importance of the trajectory. According to the trajectory undis-
counted cumulative reward, the trajectory priority metric of the
normalized undiscounted cumulative reward is designed to improve
the replay probability of experience with signi�cant reward signal
and overcome the sparse reward.

2) Based on the trajectory priority, the proximal policy optimiza-
tion with a prioritized trajectory replay algorithm (PTR-PPO) and
framework are proposed to exploit the historical important trajec-
tories. PTR-PPO combines the general PPO training process with
the prioritized trajectory replay method, and the sampled trajecto-
ries and current trajectories are jointly used to update the policy,
which improves the sample e�ciency and performance of the PPO
algorithm.

3) An integration prioritized trajectory replay (InPTR) algorithm
is proposed on the basis of the PTR-PPO algorithm to trade-o�
the performance of three trajectory priority in the task. Based
on the average reward of the sampling trajectories, dynamically
adjustable policy selection parameters are designed for selecting
PTR-PPO models with di�erent priority metrics to interact with the
environment. Then, trajectories are generated to conduct PTR-PPO
policy improvement.

4) Experiments on Atari benchmarks demonstrate that the pro-
posed InPTR and PTR-PPO algorithms outperforms or matches
PPO [20] and ACER [24] across all benchmark tasks in terms of
the �nal performance under the same size of experience, e�ectively
improving sample e�ciency.

2 TRAJECTORY PRIORITY
Prioritized trajectory replay (PTR) is based on the PER method of
sampling trajectories according to importance. In the PER-DQN
method, the priority of one-step experience is calculated byjXj =
jA¸ W&¹B0• 00; \ 0º � & ¹B• 0;\ º j, where\ and\ 0 represent the value
and target value network parameters, respectively.

One-step experience TD-error have small variance but excessive
bias, whereas trajectories contain multi-step experience and have
less bias but larger variance in the estimate. To better weigh the
relationship between variance and bias, GAE [19] considers bias
estimates from multi-step experience and obtains the advantage of
the current action value:

� C= XC¸ ¹ W_ºXÇ 1 ¸ � � � ¸ ¹ W_º) � C� 1X) � 1 (1)

XC= AC¸ W+¹BÇ 1º � + ¹BCº (2)

whereWand_ are hyperparameters.
We use the GAE to calculate the bias in the advantage esti-

mate for each experience in the trajectory. Equation(1) de�nes
the bias in the advantage of one-step experiences. The trajectory
g8 =

� �
B9• 09•A9̧ 1•B9̧ 1•39̧ 1• ?9

� 	
contains multiple steps of expe-

rience, and the priority?8
g of the trajectoryg8 is related to the

advantage bias of the same one-step experience. The priority of a

trajectory is de�ned based on the GAE deviation of one-step expe-
rience, and two means of calculating the priority of a trajectory are
de�ned.

1) Max trajectory priority: trajectory priority based on the max-
imum factor of the one-step experience GAE deviation. As with
the PER method, experiences with larger deviations should receive
more attention, regardless of the positive or negative value. The
priority ?8

g of a trajectory is obtained by applying the max oper-
ation to the priority of the one-step experiences contained in the
trajectory, using the absolute valuej� Cj to denote the priority of
the one-step experience.

?8
g = maxfj � 9jg8

g (3)

2) Mean trajectory priority: trajectory priority based on one-step
empirical GAE deviations of the mean factor. Di�erent from the max
trajectory priority, the priority ?8

g of the trajectory is obtained by
taking the mean operation on the priority of one-step experiences.

?8
g = meanfj � 9jg8

g (4)

Figure 2: Trajectory priority based on one-step experience
GAE deviation. The one-step empirical advantage deviation
for each experience in the trajectory is calculated using GAE
and the appropriate value is obtained as the trajectory prior-
ity using the max and mean operators.

In addition, a third trajectory priority is de�ned in this paper.
3) Reward trajectory priority: trajectory priority based on nor-

malized undiscounted cumulative reward. Since the length of a
trajectory is �nite, the return, that is, the undiscounted cumula-
tive reward, does not lead to divergent results. To better measure
the undiscounted cumulative reward, the undiscounted cumula-
tive reward of the current trajectory are normalized based on the
historical average and variance.

?8
g =

�
�
�
�
' 8 � �- C

�
•f C

�
�
� • C� 0

�- C= �- C� 1 ¸
�
' C� �- C� 1

�
•jf ggj• C� 1

f 2
C = f 2

C� 1 ¸
�
' C� �- C� 1

� �
' C� �- C

�
• C� 1

(5)

where' 8 is the undiscounted cumulative reward for the current tra-
jectory,- C is the mean cumulative reward for all current collected
historical trajectories (- 0 = 0), andf is the standard deviation
(f 0 = 0).
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Figure 3: Trajectory priority based on undiscounted cumu-
lative reward. The normalized undiscounted cumulative re-
ward for trajectory 8are calculated by obtaining the mean
and variance of the returns for the current historical tra-
jectory, updating the mean and variance of the cumulative
reward based on the return of the current trajectory, and
then obtaining the priority of the trajectory based on the
new values. Note that the mean and variance of the return
are updated only the �rst time the trajectory enters sumtree
memory in Figure 1, after which only these two values are
relied upon to calculate the priority without updating.

3 PPO WITH PRIORITIZED TRAJECTORY
REPLAY

In this section, we combine the trajectory priority with the PPO
algorithm and propose the PPO with prioritized trajectory replay
(PTR-PPO) algorithm. We use a network with parameters\ shared
by the actorc\ ¹0jBº and critic+\ ¹Bº, which outputs action proba-
bility and state value at the last layer.

3.1 PTR-PPO Policy Evaluation
In this paper, we update the state value function using a general
policy evaluation approach, as in the following equation.

�+ ¹\ º = E
¹B•A•B0•3•?º 2"

¹A¸ + ¹B0º � ¹ 1 � 3º+ ¹Bºº2 (6)

where ¹B•A•B0•3• ?º denotes the one-step experience in the trajec-
tory and " = f

� �
B9• 09•A9̧ 1•B9̧ 1•39̧ 1• ?9

� 	
8g denotes the trajec-

tory memory, namely, the current trajectory memory and the sam-
pling trajectory memory. If the experience comes from the current
trajectory memory, it is an on-policy learning approach and does
not require a correction to the value estimate; conversely, if the
experience comes from the sampling trajectory memory, the gen-
eration of the action0 comes from the old policyc\ >;3 , and the
calculation of the loss according to Equation(6)is biased and must
be learned using an o�-policy learning approach, using the impor-
tance sampling ratio mentioned, calculated as:

�+ ¹\ º = E
¹B•A•B0•3•?º 2"

c\ ¹0jBº
c\ >;3 ¹0jBº

¹A¸ + ¹Bº � ¹ 1 � 3º+ ¹B0ºº2” (7)

Since we record the probabilities? at the time of the sampled
action0, we do not need to store the old parameters\ >;3.

3.2 PTR-PPO Policy Improvement
As with policy evaluation, the experience in policy improvement
also comes from two memories, the current trajectories and the
sampling trajectories. For the policy improvement objective func-
tion in the current trajectories, Equation(21)can be used, but the

action advantage value� C is obtained using the GAE algorithm
calculation described in Equation (1).

! CLIP ¹\ º = EC»min ¹AC¹\ º� C•clip ¹AC¹\ º•1 � Y•1 ¸ Yº � C¼

AC¹\ º =
c\ ¹0CjBCº

c\ >;3 ¹0CjBCº

(8)

We use ^� C to denote the advantage values from the sampling
trajectories, must be corrected by using importance sampling:

^� C=
) � 1Ö

: =C

A: ¹\ º� C (9)

In this paper, multiple environments are used to generate data
simultaneously and each environment is simulated cyclically, i.e., a
new simulation is started immediately after the end of the previous.
With this setup, the done indicators will appear at an arbitrary
position when the trajectory is stored according to a �xed step size.
The importance sampling ratio at the end position should not be
cumulatively multiplied by the subsequent ratios. Thus, Equation(2)
and Equation (9) must be improved to adapt it to any trajectory:

� 3>=4
C = XC¸ ¹ 1 � 3º� 3>=4

Ç 1 •

XC= A¸ + ¹BÇ 1º � + ¹BCºº

� 3>=4
) � 1 = X) � 1 ¸ ¹ 1 � 3º ^� )

(10)

d3>=4
C:) � 1 = »3 ¸ ¹ 1 � 3º

) � 1Ö

: =Ç 1

c ¹0: j B: º
c\ >;3

¹0: j B: º
¼

c ¹0CjBCº
c\ >;3 ¹0CjBCº

(11)

When there is no done indicators in the trajectory or the done in-
dicators is positioned very far back, the margins of the importance
weights in Equation(11)become large, which causes instability in
learning. To prevent high variance, we propose truncation impor-
tance weights to constrain the bounds of the importance weights. As
mentioned in ACER [24], we split the obtained importance weights
into two terms:

d<
C:) � 1 = min¹1 � n< • d3>=4

C:) � 1º ¸ »
d3>=4

C:) � 1 � ¹ 1 � n< º

d3>=4
C:) � 1

¼̧ (12)

where »G¼̧ = Gif G ¡ 0 and otherwise»G¼̧ = 0. The �rst term
of Equation(12)constrains the upper bound on the importance
weights, and the second term ensures that the weight estimate is
unbiased, and adjust a large value to 1 whendC:) � 1 � ¹ 1 � n< º,
wheren< is a hyperparameter. Therefore, the advantage value� <

C
under the o�-policy is:

� <
C = d<

C:) � 1�
3>=4
C (13)

Thus, the PTR-PPO policy improvement objective is de�ned by
the following equation.

�c ¹\ º = EC»<8=¹AC¹\ º� <
C •2;8?¹AC¹\ º•1 � n•1 ¸ nºº� <

C ¼ (14)

whereAC¹\ º is de�ned in Equation(21). In the policy gradient class
of deep reinforcement learning, policy entropy lossH ¹ 0• \º is typ-
ically added to increase the exploratory nature of the policy, and
by observing the loss value of the policy entropy, it is possible to
determine the degree of improvement of the policy. Note that, ac-
cording to the principles of the PPO algorithm, we must record the
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parameters of the old network\ >;3 to ensure stable improvement
in the performance of the policy.

Finally, according to Equation(7)and Equation(14), the loss of
parameter updates for shared networks is given by the following
equation1.

� ¹\ º = �+ ¹\ º ¸ �c ¹\ º ¸ VH ¹� • \ º (15)

4 INTEGRATION PRIORITIZED TRAJECTORY
REPLAY

As we know, the PTR-PPO algorithms share the same network
architecture, but di�er in the design of the priority memory mecha-
nism. To integrate these three priority metrics mentioned above,
in this section, we design a method called integration prioritized
trajectory replay (InPTR). The architecture diagram is shown in
Figure 1.

4.1 Learner Selection Module
In InPTR, we add an additional learner selection module to select
policy for interacting with the environment. In learner selection
module, three learnable parametersq are designed and updated
using the REINFORCE method with baseline1¹Bº to train the
module.

r � ¹qº = EB »¹A¹Bº � 1¹Bººr logcq ¹q � jqº¼ (16)

whereA¹Bº is the average reward of the batch andq is the optional
parameters set; baseline1¹Bº is a simple implication that is the
exponential moving average1¹Bº = " with decayVB. In the �rst
iteration, " = A¹B0º and gets updated as"  V" ¸ ¹ 1� VºA¹B=º
in subsequent iterations.

4.2 InPTR Algorithm Pseudocode
Algorithm 2 shows the pseudocode of InPTR when coupled with
PPO. The gradient update concerns the two quantities estimated: the
actor and critic parameters\ , and the selection modual parameters
q. f \ 1• \2• \3grepresent the parameters of PTR-PPO with max, mean
and reward trajectory priority.Ais the learning rate, line 17, set to
be10� 4 , and decayVB, line 14, is set to be 0.1, in this paper.

5 EXPERIMENTS
To evaluate our algorithm, we tested its performance on a set of
Atari games with discrete action spaces through the OpenAi Gym
environment interface, without modi�cations to the environment.

5.1 Baselines
We compare our proposed algorithm with the PPO [20] and ACER
[24], both mainstream reinforcement learning algorithms in the
policy gradient class that have been validated and applied in many
challenging domains. Using these algorithms as baseline algorithms
allows us to e�ectively judge the performance of our proposed
algorithms. We also compare performance of PTR-PPO with single
priority of max, mean and reward.

All compared algorithms interacted with the environment using
the experience generation process shown in Figure 1, containing 1
learner and 4 actors2.
1The PTR-PPO algorithm pseudocode is detailed in Algorithm 2[12].
2The network structure and hyperparameter settings are inluced in the Firgure 8.

Algorithm 1 InPTR algorithmn
Input : learner network parameters\ , three network parameters
f \ 1• \2• \3g, selection modual parametersq, decayVB, number of

epochs� , steps per epcoch# .
Output : Optimal target network parameters\ � .

1: Initialize network parameters\ , f \ 1• \2• \3g  \ andq, initial-
ize the multiple environment, get the stateB0

2: while epoch� � do
3: Initialize temp memory bu�erT = »¼
4: Initialize 1¹Bº = 0
5: while C� # do
6: Select action0 � c\ ¹0CjBCº
7: ObserveAC, BÇ 1, 3C, ?C
8: Store experience¹BC• 0C•AC•BÇ 1•3C• ?Cº in T
9: if 3C is Truethen

10: Reset the environment, get the stateB
11: BÇ 1  B
12: end if
13: end while
14: Update1¹Bº = VB1¹Bº ¸ ¹ 1 � VBºA¹T º
15: Send theT to PTR-PPO with\ 1• \2• \3
16: Get updated parameters\ 1• \2• \3 from PTR-PPO
17: Updateq: q8  q8� 1 ¸ Ar � ¹qº
18: Every � steps, get \ �  f \ 1• \2• \3g and backup

f \ 1• \2• \3g  \ �

19: Select the policy:\  cq ¹\ � j\ 1• \2• \3º
20: end while

5.2 Results
In order to verify the data e�ciency of the di�erent algorithms,
we set up an equally conditioned amount of experiences for each
algorithm to be trained. We conducted �ve training runs for each
algorithm using random seeds, each lasting 40,000 steps, for a total
of 160,000 experiences. Each execution of 1000 steps was followed
by one model test, using 10 environments per test, and the mean
of the test results was used as the �nal value for this test. The
experimental results in Figure 4 indicate that the proposed InPTR
algorithm outperforms or matches the baseline algorithm in all
tasks. Compared to the mainstream PPO and ACER, our algorithms
PTR-PPO with di�erent priorities and InPTR is substantially ahead
in all tasks under the same size of experience. This result indicates
that our algorithms e�ectively improved sample e�ciency in these
benchmarks.

5.3 Ablation Studies
We perform an experimental analysis of ablation to analyse the
impact of the relevant factors, the priority memory size and the
trajectory rollout length, on the performance of the algorithm.
We also analyse the impact of the policy selection module and
the individual priority factors on the performance of the InPTR
algorithm.

5.3.1 Priority memory size comparison.As shown in Figure 5(a),
5(c) and 5(e), the best performance and fastest learning were achieved
when the memory size was 256, followed by a memory size of 1024
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(a) Altantis-v0 (b) Bowling-v0

(c) Breakout-v0 (d) NameThisGame-v0

(e) Qbert-v0 (f) UpNDown-v0

Figure 4: Comparison of scores of di�erent algorithms on 6
tasks. Red indicates the PPO algorithm, green indicates the
ACER algorithm, dark blue indicates the PTR-PPO algorithm
for max trajectory priority, black indicates the PTR-PPO al-
gorithm for reward trajectory priority, bright blue indicates
the PTR-PPO algorithm for mean trajectory priority, and
fuchsia indicates the InPTR algorithm. The InPTR algorithm
signi�cantly outperforms the PPO, ACER and PTR-PPO al-
gorithms in all environments.

and a memory size of 32. We output the heatmaps3 of priority
for di�erent memory sizes and �nd that memory size changes the
priority distribution of trajectories in memory, and both too high
and too low priority distributions a�ect the performance of policy
learning.

5.3.2 Trajectory rollout length comparison.As shown in Figure 5(b),
5(d) and 5(f), the algorithm performs best when the rollout length
is set to 8, second best when it is set to 16. In reward trajectory
priority, the learning speed is similar when the rollout length is set
to 4 and 8, and the slowest when the length is 16, but the �nal value
is best for length 8, second best for 16 and worst for length 4. We

3The �gure is in Figure 10.

also output the heatmaps4 of priority for di�erent memory sizes
and �nd that all GAE based priorities varies widely for di�erent
rollout lengths, and the change in the priority distribution re�ects
the improvement phase of the policy: climbing or smooth. In the
undiscounted reward based priority, rollout length re�ects the spar-
sity of rewards, the longer the trajectory, the lower the sparsity;
averaging the trajectory priority weakens the priority distribution,
reduces the utilization of important trajectories, and decreases the
speed of policy improvement.

(a) Memory size of Max (b) Rollout Length of Max

(c) Memory size of Mean (d) Rollout Length of Mean

(e) Memory size of Reward (f) Rollout Length of Reward

Figure 5: PTR-PPO ablation studies for di�erent priority
metrics and factors. The horizontal coordinate indicates the
number of training iterations and the vertical coordinate
indicates the test score. (a), (c), and (e) show the e�ect of
di�erent memory sizes on Max, Mean and Reward priority,
where the red line indicates a memory size of 1024, the green
line indicates a memory size of 256, and the blue line indi-
cates a memory size of 32. (b), (d), and (f) show the e�ect of
di�erent rollout length on Max, Mean and Reward priority,
where the red line indicates a rollout length of 4, the green
line indicates a rollout length of 8, and the blue line indicates
a rollout length of 16.

4The �gure is in Figure 11.
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5.3.3 Learner Selection Modular.We design InPTR without the
learner selection modular, called InPTR-NoSelection, which updates
the learner model every 1000 interaction steps by selecting the best
model in three training models and copies the best parameters to
every training models. Figure 6(a) shows that policy integration in
the testing phase does improve the performance of the PTR-PPO
algorithm compared to these single priority PTR-PPO. However,
InPTR-NoSelection leaves the unselected policies in a completely
o�-policy learning for a long time, increasing the volatility in policy
improvement that is unable to e�ectively exploit the advantages of
each single priority.

5.3.4 Di�erent Combinations of Priority Factors.Further, we anal-
yse the e�ect of di�erent combinations of priorities on the InPTR al-
gorithm and design three algorithms: InPTR-NoMax, InPTR-NoMean
and InPTR-NoReward. InPTR-NoMax remove the max priority,
InPTR-NoMean remove the mean priority and InPTR-NoReward
remove the reward priority in InPTR.

Figure 6(b) shows that the reward priority has the greatest impact
in the UpNDown-v0 task, causing a signi�cant drop in algorithm
performance. Priorities of max and mean both have an impact on
InPTR's algorithm performance, but only InPTR with a combination
of all three priorities can take full advantage of the integration of
each priority.

(a) (b)

Figure 6: InPTR ablation studies for di�erent factors. In
(a), red indicates the InPTR algorithm, green indicates the
InPTR-selection algorithm without the learner selection in
training phase. In (b), red indicates the InPTR algorithm,
green indicates the InPTR algorithm without max priority
(InPTR-max), blue indicates the InPTR algorithm without
mean priority (InPTR-mean), and black indicates the InPTR
algorithm without reward priority (InPTR-reward).

6 CONCLUSION
To improve the sample e�ciency of on-policy DRL, we propose a
novel PPO algorithm with integrated prioritized trajectory replay
(InPTR). We �rst de�ne three trajectory priorities, max and mean
trajectory priority metrics based on GAE of one-step experience,
and reward trajectory priority based on normalized undiscounted
cumulative reward. Then, we introduce the prioritized trajectory
replay mechanism into the PPO algorithm (PTR-PPO). O�-policy
multi-step experience brings large importance weights and is prone
to high variance. To overcome this problem, we propose an im-
portance weight estimation method with truncation to de�ne the

policy improvement loss function for PPO under o�-policy condi-
tions. To weigh the performance of three trajectory priorities in a
task, we design a learner selection module to integrate the three
priority policies. We evaluated InPTR, PTR-PPO, and other baseline
algorithms in a set of Atari tasks. The experimental results show
that the InPTR and PTR-PPO algorithms outperform other baseline
algorithms under the same size of experience, e�ectively improving
sample e�ciency.
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A BACKGROUND
A.1 Deep Reinforcement Learning
Reinforcement learning aims to �nd the policy with the maximum
cumulative reward in a sequential decision task[13]. In a reinforce-
ment learning task, the agent interacts with the environment over
time. At each time stepC, the agent receives a stateBC in state space
S and, according to the policyc ¹�jBCº, selects an action0C from
the action spaceA to interact with the environment, that is the
agent's behavior, after which the environment returns a scalar re-
ward valueAC and the next stateBÇ 1 according to the dynamics
of the environment (reward functionR¹B• 0•B0º and state transfer
function P¹BÇ 1jBC• 0Cº). A trial is conducted until the agent reaches
the termination state, after which it proceeds to the next trial. The
return ' C=

Í 1
: =1W: � 1AÇ : is a cumulative reward with a discount

W2 ¹0•1¼, and the agent's goal is to maximize the return expectation
for each state.

With the development of deep learning, neural networks are
widely used to improve the performance of reinforcement learn-
ing. Deep Q learning (DQN) [14] uses a convolutional and feed-
forward network with parameter\ to learn the action value func-
tion &\ ¹B• 0º. The value network accepts a picture representation
of the stateBCand outputs a vector containing the value of every
action0C. DQN interacts with the environment in a greedy manner
n � 6A443~by selecting the action with the highest value from the
action value estimate and cannot give a preference for actions with
similar action values. The asynchronous advantage actor-critic al-
gorithm (A3C)[15] consists of two networks, actorc ¹0jB• \c ºand
critic + ¹B• \Eº, which use a similar state encoding network archi-
tecture as DQN, with the former outputting the probability of each
action and the latter outputting the state value. A3C is an on-policy
RL method, that improves the training sample size and reduces the
learning time by an asynchronous approach, and uses a multistep
empirical estimation value function, which has a high learning
e�ciency.

A.2 Experience Replay
Experience replay[22] uniformly samples experience from replay
memory, addressing the limitation that an agent learning online
must learn strictly in the order of experienced samples. PER is a
widely used technique in experience replay that enables an agent

to preferentially select samples for experience replay learning by
increasing the sampling probability of important samples.

PER replays those experience samples with high expectations
more frequently and measures the priority by TD error and its vari-
ants. The TD-error variant in the PER-DQN algorithm is calculated
in Equation (17).

jXj = jA¸ W&¹B0• 00; \ 0º � & ¹B• 0;\ º j (17)

where\ and\ 0 represent the value and target value network pa-
rameters, respectively.

By adjusting the parameters that combine PER with uniform
sampling, the sharpness of the priority can be weakened; then, the
sampling probability of a transition becomes:

%¹8º =
?U

8Í
: ?U

:
(18)

where?8 is the priority of sample8, which is greater than 0; the
exponentialU is a parameter that determines the priority level, and
the caseU = 0 corresponds to a random sampling method with
equal probability. For the de�nition of the priority value?8, there
are two variants: the �rst is proportional prioritization, calculated
as?8 = jX8j ¸ n, wheren is a small positive number, to enable some
special marginal samples with a TD-error value of 0 to be sampled;
the second is prioritization based on sorting, where?8 = 1

A0=:¹8º ,
whereA0=:¹8º is determined according to the rankjX8jof the sample
8in sorting. For both variants,%¹8º is monotonic with respect to
jX8j. The second variant, may be more robust due to its insensitivity
to outliers. Both variants can accelerate the convergence of the
algorithm, but the �rst variant is most commonly used in practice.

A.3 Proximal Policy Optimization
The starting point in the design of many popular on-policy algo-
rithms is the following policy improvement lower bound, which
was �rst developed by Kakade and Langford[10] and later re�ned
by Schulman[18]:

Lemma 1.Consider a current policyc: . For any future policy
c , we have:

� ¹c º � � ¹c: º �
1

1 � W
E¹B•0º� 3c

:
»

c ¹0jBº
c: ¹0jBº

� c : ¹B• 0º¼

�
2W�c•c:

¹1 � Wº2EB�» )+ ¹c•c: º ¹Bº ¼3c :

(19)

where� c•c: = <0GB2( jE0� c ¹� jBº »� c : ¹B• 0º¼jand)+ ¹c• c: º¹Bº rep-
resents the total variation distance between the distributionsc ¹�jBº
andc: ¹�jBº .

The �rst term of the lower bound inLemma 1 is the surrogate
objective, and the second term is the penalty term. Note that this
approach can guarantee policy improvement at every step of the
learning process by choosing the next policyc: ¸ 1 to maximize this
lower bound. Because the expectations inLemma 1 depend on
the current policyc: , we can approximate this lower bound using
samples generated by the current policy.

PPO[20], which has become the default on-policy optimization
algorithm due to its strong performance and simple implementation,
is theoretically motivated by the policy improvement lower bound
in Lemma 1.
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Based onLemma 1, the PPO de�nes the following surrogate
objectives:

max! �%� ¹\ º = maxÊC»AC¹\ º ^� C¼•

AC¹\ º =
c\ ¹0CjBCº

c\ >;3 ¹0CjBCº

(20)

wherec\ represents the current policy,c\ >;3 represents the old
policy that generated the sample, and̂� Cestimates the value of the
advantage function of action0C in stateBC. Equation(20)aims to
maximize the value of the surrogate objective while constraining
the distance between the new policy and the old policy. Moreover,
PPO trims the above surrogate objective.

! CLIP ¹\ º = ÊC

h
min

�
AC¹\ º ^� C•clip ¹AC¹\ º•1 � Y•1 ¸ Yº ^� C

�
(21)

clip¹G• G"�# • G"�- º =

8>><

>>
:

G• ifG"�# � G� G"�-
G"�# • if GŸ G"�#
G"�- • ifG"�- Ÿ G

(22)

A.4 Importance Sampling
For most practical applications of probabilistic models, exact in-
ference is not feasible; some form of approximation must be used.
Here, we discuss the use of a probability distribution?¹I º to �nd
the expected value of some function5¹I º, where the elementI
may be a discrete variable, a continuous variable or a combination
of both. In the case of a continuous variable we wish to calculate
the following expectation:E»5¼=

¯
5¹I º?¹I º3I . In the case of a

discrete variable the integral term is replaced by a summation term.
Importance sampling[22][ 1] provides a framework for approxi-

mating expectations, but does not provide a way to sample from the
probability distribution?¹I º. It is assumed that sampling directly
from the distribution?¹I º is not possible, but for any given value
of I , we can easily compute?¹I º. Importance sampling is based
on the use of the proposed distribution@¹I º. It is relatively easy to
sample from the proposed distribution, after which the expectation
is expressed in the form of a �nite sum of samplesf I ; g in @¹I º, as
shown in the following equation.

E»5¼=
¹

5¹I º?¹I º3I

=
¹

5¹I º
?¹I º
@¹I º

@¹I º3I

'
1
!

!Õ

;=1

?
�
I ¹; º

�

@
�
I ¹; º

� 5
�
I ¹; º

�

(23)

whereA; =
?

�
I ¹; º

�

@¹I ¹; ºº is referred to as the importance weight and

corrects for the bias introduced by sampling from the wrong prob-
ability distribution.

O�-policy reinforcement learning algorithms [14] reuse early ex-
perience based on importance sampling, and the return is weighted
according to the relative probability of the trajectory occurring in
the target and behavior policy. Given a starting stateBC , the prob-
ability of a subsequent state-action trajectory0C•BÇ 1• 0Ç 1• ”””•B)

occurring under policyc is:

%f0C•BÇ 1• 0Ç 1• ” ” ” •B) j BC• 0C:) � 1 � c g
= c ¹0C j BCº ? ¹BÇ 1 j BC• 0Cº c ¹0Ç 1 j BÇ 1º � � � ? ¹BC j BC� 1• 0C� 1º
=

Î ) � 1
: =C c ¹0: j B: º ? ¹B: ¸ 1 j B: • 0: º

(24)
where? denotes the environmental state shift probability function.

The importance sampling ratio of the targetc and behavior
policy 1 is:

dC:) � 1 =

Î ) � 1
: =1 c ¹0: j B: º ? ¹B: ¸ 1 j B: • 0: º

Î ) � 1
: =C 1 ¹0: j B: º ? ¹B: ¸ 1 j B: • 0: º

=
) � 1Ö

: =C

c ¹0: j B: º
1 ¹0: j B: º

(25)

From Equation(25), it is clear that the importance sampling ratio
is related to only the policy and sample sequence data, and not to
the dynamic characteristics of the environment.

B PSEUDOCODE OF PTR-PPO

Algorithm 2 PTR-PPO algorithmn
Input : target network parameters\ , Current trajectoriesT ,

Number of o�-policy iteration # , n in PPO,n<0A6 in importance
weigths.

Output : target network parameters\ .
1: Initialize network parameters\ ,\ >;3  \
2: Backup network parameters\ >;3  \
3: Use PPO to update the target network:\  \ � ;Ar \ »¹�+ ¹\ º ¸

! �!�% ¹\ º ¸ VH ¹� • \ º¼
4: Calculate the priority?g9of every trajectoryg9 in T
5: Store every trajectory [¹?g9•g9º] in memory �
6: for CA08=_=D< = 1• ””• #do
7: Sample M trajectories»¹g8• 8=34G8• ?g9º¼from �
8: Backup network parameters\ >;3  \
9: Use PTR-PPO to update the target network:\  \ �

;Ar \ � ¹\ º
10: Update the priority ?g8 of every trajectory g8 in

»¹g8• 8=34G8• ?g9º¼to memory�
11: end for

C EXPERIMENTAL SETTING
C.1 Benchmarks
Figure 7 illustrates the benchmark tasks used in this paper.

C.2 Network
The network consists of a convolutional layer with 32 8x8 �lters
with stride 4 followed by another convolutional layer with 64 4x4
�lters with stride 2, followed by a �nal convolutional layer with 64
3x3 �lters with stride 1, followed by a fully-connected layer of size
512. Each of the hidden layers is followed by a recti�er nonlinearity.
The network outputs a softmax policy and V values.

The hyperparameter settings for the training process are shown
in Table 1.
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Figure 7: Tasks.(a) Atlantis-v0: ¹B� 0º 2 R28224� R4. (b) Bowling-v0: ¹B� 0º 2 R28224� R6. (c) Breakout-v0: ¹B� 0º 2 R28224� R4. (d)
NameThisGame-v0: ¹B� 0º 2 R28224� R6. (e) Qbert-v0: ¹B� 0º 2 R28224� R6. (f) UpNDown-v0: ¹B� 0º 2 R28224� R6

Figure 8: The Network Structure of Atari.

Table 1: Hyperparameters setting

Hyperparameters W _ ;A n n<0A6 V
Value 0.99 0.95 0.0001 0.1 0.2 0.001

C.3 Results
C.3.1 Time E�iciency.Figure 9 compares the time e�ciency of
di�erent algorithms. The average wall-clock time consumption per
1000 steps of InPTR takes 1.7 times as long as PPO and is one half as
long as ACER. Compared to PTR-PPO, InPTR takes 1.5 times longer.
This is because the InPTR algorithm uses unfamiliar multi-process
training and the communication between the main process and the
child processes take up more time in python. PTR-PPO algorithm
maintains the same training times as the PPO algorithm, such as 10
training repetitions for the current trajectories in PPO, while PTR-
PPO trains the current trajectories twice and samples 8 priority
memory trajectories for training. PTR-PPO takes slightly longer
than PPO, mainly for data dumping and format conversion. The
ACER algorithm requires the use of a serial approach for one-step
empirical computation, which takes longer to process the same
length of trajectory.

Figure 9: Algorithm comparison in terms of time e�ciency
on the Altantis-v0 benchmark. Each boxplot is drawn based
on the execution of 1000 steps, including approximately 62
improvements. All evaluations were performed on server
with a 2.5 GHz 48 core Intel Xeon Platinum 8163 CPU.
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C.4 Heatmaps of Ablation Studies
Figure 10 shows the heatmaps of priority for di�erent memory.
The vertical axis indicates the number of training iterations; the
horizontal axis indicates the position of the trajectory in the queue
where the smaller the number is, the longer the trajectory gen-
eration time. The brighter the color in the graph, the higher the
priority indicated.

Figure 11 shows the heatmaps of priority for di�erent rollout
length. The vertical axis indicates the number of training iterations;
the horizontal axis indicates the position of the trajectory in the
queue. The smaller the number is, the longer the trajectory gen-
eration time. The brighter the color in the graph, the higher the
priority indicated.

Received XXXXX; revised XXX; accepted XXXX



The Sixth International Conference on Distributed Artificial Intelligence, Dec 18-22, 2024, 2024, Singapore Chendie Yao, Xingxing Liang, and Jincai Huang, et al.

(a) memory size of max priority= 1024 (b) memory size of max priority= 256 (c) memory size of max priority= 32

(d) memory size of mean priority= 1024 (e) memory size of mean priority= 256 (f) memory size of mean priority= 32

(g) memory size of reward priority= 1024 (h) memory size of reward priority= 256 (i) memory size of reward priority= 32

Figure 10: Heatmap for trajectory priority with respect to memory size.
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