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ABSTRACT
Offline reinforcement learning (RL) has recently achieved remark-

able successes, which has sparked considerable interest in further

improving offline-trained policies through subsequent interactions

with the environment to reduce the costs of online learning. While

the earlier efforts have secured stability in the initial online learning

stage—a key factor for successful offline-to-online RL transfer—they

are mostly conservative and model-free, resulting in potential low

sample efficiency. To tackle the dual challenge of ensuring stable

initial online learning and achieving high sample efficiency, we pro-

pose a model-based RL method termed ConstrainedModel Update
(CoMoU). CoMoU refines the estimated dynamics model and limits

the magnitude of each model update, achieving stable and sample-

efficient online learning. We underpin CoMoU with a theoretical

foundation which elucidates that each performance change of the

policy is bounded, thus averting catastrophic performance deteri-

oration. Moreover, we prove that the constraint on model update

introduces no bias, avoiding reduced asymptotic performance. Our

empirical evaluations in D4RL benchmarks substantiate that Co-

MoU can significantly reduce the number of online interactions

required to attain the asymptotic performance compared to the

model-free counterparts.

CCS CONCEPTS
• Computing methodologies → Reinforcement learning; •
Theory of computation→ Reinforcement learning.
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1 INTRODUCTION
Offline RL is an effective paradigm for training powerful agents

without the real-time interactions with the environment [1, 8, 13,

15, 30–32, 34]. Yet, the dataset’s quality and coverage influence the

performance of the policy trained offline, engendering potential

sub-optimality. This has sparked burgeoning interest in further

improving offline-trained policies through moderate online interac-

tions with the environment.

It is intuitive to apply off-policy RL methods [11] to the offline-

trained policies directly. Yet, this may counterproductively precipi-

tate a drastic performance degradation in the initial online learning

stage, obliterating a well-initialized policy. This challenge emerges

from the prominent divergence between the state-action distribu-

tions of the online samples and the offline dataset [16, 19, 21, 33].

Accordingly, the critic may furnish imprecise predicted values for

out-of-distribution (OOD) state-actions, which frequently leads to

policy deterioration.

Previous methods addressing this challenge exhibit various con-

servative characteristics and are mostly model-free. Constrained

policy optimization alleviates policy deterioration [4, 9, 17, 21]. In-

tegrating offline and online policies provides smooth performance

[6, 26, 35]. Conservatism towards uncertain state-actions [10] and

pessimistically estimated values [16, 36] also promote stability. Im-

proving the accuracy and robustness of the critic is also an intu-

itive alternative [28, 33]. This challenge can even be solved as a

sequence modeling problem [37]. However, if the offline-trained

policy markedly diverges from the expert policy, we may still hardly

avoid the terrible sample efficiency. A promising approach involves

leveraging estimated dynamics model to improve the sample effi-

ciency [20].

In model-based RL methods [13, 22, 32], the prediction and gen-

eralization abilities of the dynamics model can improve the sample

efficiency. Yet, OOD state-actions in the initial offline-to-online

transfer may induce substantial alterations to the model in a short

period, which counterproductively amplifies the distribution shift’s

negative effects on the policy, because the agent learns from the

samples obtained by interacting with the model. To alleviate this

issue, a method updating the dynamics model with a mixture of of-

fline samples and online samples has been proposed [20]. However,

it can hardly improve the poorly initialized policies learned from

low-quality datasets. We attribute this issue to that using offline

samples to provide initial stability can become an obstacle to perfor-

mance improvement when the quality of the offline dataset is low.

In addition, the upper bound of the performance difference in [20]

needs to be controlled in a reasonable range with extra measures,

which brings enormous challenges.
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To achieve both stable initial online learning and high sample

efficiency, we propose a constrained model update mechanism to

directly limit the magnitude of model update in model-based RL

methods. This reduces the policy updates regarding OOD state-

actions. We establish an upper bound for the difference between

the trained policy’s expected return in the real environment and that

after each model update. The constrained model update assures that

the policy will not suffer catastrophic performance degeneration.

Moreover, we theoretically prove that if the conditional distribution

of the next states of the transition samples in the replay buffer

converges to the real transition dynamics, so does the estimated

dynamics model. Such convergence signifies that the constraint

limiting each model alteration within a fixed scope causes no bias

in the estimation of the real transition dynamics, thus preserving

the asymptotic performance.

Furthermore, we develop the complete model-based RL method

ConstrainedModel Update (CoMoU). Specifically, CoMoU imple-

ments this mechanism to obtain the post-update stability in the

estimated dynamics model. Therefore, we can circumvent the pitfall

of abrupt substantial alterations to the estimated dynamics model

incited by an influx of OOD samples in the initial online learning

stage, which could otherwise prompt policy updates regarding a

substantial volume of unfamiliar samples amassed during the roll-

out and finally destroy the well-initialized policy. The effectiveness

of CoMoU is empirically verified through the experiments in Mu-

JoCo simulator [25] and D4RL benchmarks [7]. These evaluations

illustrate that CoMoU facilitates stable and efficacious offline-to-

online RL, surpassing model-free alternatives in sample efficiency.

Additionally, CoMoU indeed improves the poorly-initialized poli-

cies learned from the low-quality datasets.

Our main contributions are three-fold:

• We propose the constrained model update mechanism and

prove that it averts catastrophic performance degeneration

and introduces no bias.

• We develop a complete model-based offline-to-online RL

method which marks a pioneering effort to constraining

model updates rather than policy updates.

• We provide extensive empirical analyses to confirm the com-

petitive performance of CoMoU compared to the state-of-the-

art (SOTA) methods, and empirically validate the theoretical

properties of CoMoU.

2 RELATEDWORK
2.1 Offline RL
Offline RL methods focus on training agents solely using the tran-

sition samples from the fixed dataset which is akin to the replay

buffer in off-policy RL methods. However, these methods are sus-

ceptible to distribution shift [9, 15]. In such cases, the estimated

value function can learn only the values of the state-actions within

the dataset, while the policy may predict OOD actions for which the

estimated value function provides inaccurate predicted values [18].

Various methods have been proposed to handle this issue, including

constraining the policy within the vicinity of the behavior policy

[14, 29] and maintaining the pessimism about the values of OOD

state-actions [15]. Model-based RL methods with different forms of

pessimism can be employed to learn conservative policies from the

offline dataset. Effective techniques involve regularizing the pre-

dicted values of OOD state-actions [31] and introducing a penalty

term to the estimated reward function [32] to prevent the policy

from predicting unseen actions. Another alternative is marking

unseen states as fake terminal states [13]. Due to the significant

success of the offline RL methods, offline-trained policies are ex-

pected to serve as a starting point for subsequent online learning,

greatly reducing the cost of online learning for a policy with high

performance.

2.2 Offline-to-online RL
Offline-to-online RL aims to improve an offline-trained policy

through subsequent online interactions with the environment. Sta-

ble initial online learning stage and high sample efficiency are

crucial. Various methods have been proposed to address the shift

between the distributions of the offline samples and the online sam-

ples. Constrained policy optimization can keep the policy within the

vicinity of behavior policy [9, 21] and also limit the magnitudes of

policy alterations during each policy update [17], which alleviates

the negative impact of inaccurate predicted values on the policy.

Integrating the pretrained policy and the parametric policy to form

a single one can improve the sample efficiency while maintain-

ing the behaviors learned during the pretraining stage [6, 26, 35].

Estimating the uncertainty of state-actions and applying conserva-

tive objective to policy optimizations regarding highly uncertain

state-actions can reduce potentially negative impacts on the policy

[4, 10]. Keeping the pessimism about the predicted values can avoid

the destructive overoptimism caused by distribution shift [16, 36].

More accurate and robust value predictions can be achieved via

additional processing on the parametric value function, this pro-

cessing can be placed before [33] or during online learning [28].

Formulating offline-to-online RL as a sequence modeling problem

and solving it with transformer [5, 27] can also achieve excellent

performance [37]. Due to the fact that the offline-trained policies

may not have good performance, applying the estimated dynamics

model in the offline-to-online scenario to achieve higher sample

efficiency is a promising and attractive approach [20].

3 PRELIMINARY
3.1 RL framework
Every RL task can be modeled as a Markov Decision Process (MDP)

𝑀 = (S,A, 𝑝, 𝑟, 𝜇0, 𝛾) [23, 24]. S and A represent the state space

and the action space. 𝑝 (𝑠′ |𝑠, 𝑎) is the transition dynamics. 𝑟 (𝑠, 𝑎)
is the reward function. 𝜇0 (𝑠) represents the distribution of initial

states. 𝛾 ∈ (0, 1] is the discount factor. The value function 𝑉 𝜋 (𝑠)
is the expected sum of discounted rewards conditioned on that

the initial state is 𝑠 , namely, 𝑉 𝜋 (𝑠) = E𝜋 [
∑∞
𝑡=0 𝛾

𝑡𝑟 (𝑠𝑡 , 𝑎𝑡 ) |𝑠0 =

𝑠]. The expected return which measures the performance of the

policy is defined as the expectation of the value function 𝜂 (𝜋) =
E𝑠∼𝜇0 [𝑉 𝜋 (𝑠)]. Policy 𝜋 (𝑎 |𝑠) can be considered as a distribution

of actions conditioned on the state. The optimal policy 𝜋∗ which
RL methods seek satisfies that its expected return is the largest

𝜂 (𝜋∗) = max𝜋∈Π [𝜂 (𝜋)], where Π is the policy space.
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3.2 Constrained optimization
Often, we need to maximize or minimize an expression of param-

eters (e.g. 𝜃 ) on the premise of satisfying some inequalities with

respect to the parameters [3]. The objective can be written in the

following form:

max

𝜃
/min

𝜃
𝐿(𝜃 ), s.t. 𝐷 (𝜃 ) ≤ 𝛿, (1)

where 𝐿(𝜃 ) is the objective expression to be maximized or mini-

mized, 𝐷 (𝜃 ) is the expression of constraint and 𝛿 is a hand-drafted

hyper-parameter.

3.3 Model-based RL
In model-based RL methods, a dynamics model 𝑀̂ is obtained from

a dataset D containing transitions (𝑠, 𝑎, 𝑠′, 𝑟 ). 𝑀̂ consists of an

estimated transition dynamics 𝑝 (𝑠′ |𝑠, 𝑎) and an estimated reward

function 𝑟 (𝑠, 𝑎). The policy learns from the transitions obtained by

the agent’s interacting with 𝑀̂ [12]. The transitions obtained by the

agent’s interacting with the real environment are only for updating

𝑀̂ .

It is feasible to apply model-based RL approach in the offline

scenario where a fixed dataset is given and no access to the real

environment is available.MOPO [32] is a typical offlinemodel-based

RL method. It estimates a dynamics model 𝑀̂ = (S,A, 𝑝, 𝑟, 𝜇0, 𝛾)
from the fixed dataset. A policy 𝜋

off
is learned from the transition

samples generated by the agent’s interacting with the uncertainty-

penalized dynamics model 𝑀̃ = (S,A, 𝑝, 𝑟, 𝜇0, 𝛾). The relationship
between 𝑟 (𝑠, 𝑎) and 𝑟 (𝑠, 𝑎) is:

𝑟 (𝑠, 𝑎) = 𝑟 (𝑠, 𝑎) − 𝜆u𝑢 (𝑠, 𝑎), (2)

where 𝑢 (𝑠, 𝑎) : S ×A → R is the uncertainty-penalty term. Hyper-

parameter 𝜆u balances the importance of 𝑟 and 𝑢. This pessimism

avoids being overly optimistic about OOD actions.

4 CONSTRAINED MODEL UPDATE
We formally propose the constrained model update mechanism

aimed at mitigating excessive model alterations which occur within

a short period. We theoretically prove that the mechanism guar-

antees the prevention of catastrophic performance degeneration

and it introduces no bias into the estimation of the real transition

dynamics. Based on it, we develop a complete model-based offline-

to-online RL method. The architecture is shown in Fig. 1, and this

section will elaborate on the details of the architecture.

4.1 Constrained model update mechanism
bounds the performance difference

We let D denote the set of all the transition samples in the replay

buffer which are used for model update. 𝜌D (·|𝑠, 𝑎) denotes the
transition probability corresponding to all the samples in D. We

let a parametric transition dynamics 𝑝𝜙 (·|𝑠, 𝑎) act as the estimated

transition dynamics 𝑝 (·|𝑠, 𝑎). The optimization objective regarding

any state-action (𝑠, 𝑎) in the constrained model update mechanism

is as follows:

min

𝜙
𝐷KL (𝜌D (·|𝑠, 𝑎) | |𝑝𝜙 (·|𝑠, 𝑎)), (3)

s.t. 𝐷KL (𝑝𝜙
old

(·|𝑠, 𝑎) | |𝑝𝜙 (·|𝑠, 𝑎)) ≤ 𝜖,

where 𝜙
old

is the parameters of the parametric transition dynamics

before a model update.

We analyze the relationship between the expected return in the

real environment of the optimal policy under the estimated dynam-

ics model before a constrained model update and that after it. We

prove in Theorem 4.1 that under the constrained model update

mechanism, there is an upper bound for the difference between the

two expected returns, which ensures that no catastrophic perfor-

mance degeneration will occur.

Theorem 4.1. Let 𝑀 denote the real MDP. 𝑀̂𝑡 , 𝑀̂𝑡+1 are two
consecutive estimated MDPs and 𝑀̃𝑡 , 𝑀̃𝑡+1 are the corresponding
uncertainty-penalized MDPs. We denote the optimal policies under
𝑀̃𝑡 , 𝑀̃𝑡+1 as 𝜋∗

𝑀̃𝑡

, 𝜋∗
𝑀̃𝑡+1

. If every model update is done with the con-

strained model update mechanism and the hyper-parameter in Eq. 3
is 𝜖 , then |𝜂𝑀 (𝜋∗

𝑀̃𝑡

) − 𝜂𝑀 (𝜋∗
𝑀̃𝑡+1
) | will be bounded by:

|𝜂𝑀 (𝜋∗
𝑀̃𝑡

) − 𝜂𝑀 (𝜋∗
𝑀̃𝑡+1
) | (4)

≤
√
2𝜖 (𝑟max +𝑉max)𝐻

+[E
(𝑠,𝑎)∼𝜌

𝜋∗
𝑀̃𝑡

𝑀̂𝑡

𝛿ℓ1 (𝑝𝑀̂𝑡
(·|𝑠, 𝑎), 𝑝𝑀 (·|𝑠, 𝑎))

+E
(𝑠,𝑎)∼𝜌

𝜋∗
𝑀̃𝑡+1

𝑀̂𝑡+1

𝛿ℓ1 (𝑝𝑀̂𝑡+1
(·|𝑠, 𝑎), 𝑝𝑀 (·|𝑠, 𝑎))]

𝛾

2

𝑉max

+𝜆u |𝑈𝑀̂𝑡
(𝜋∗

𝑀̃𝑡

) −𝑈
𝑀̂𝑡+1
(𝜋∗

𝑀̃𝑡+1
) |.

𝐻 is the length of episodes. 𝑟max = max

(𝑠,𝑎)
𝑟 (𝑠, 𝑎). 𝑝

𝑀̂
and 𝑝𝑀 are

the transition dynamics of 𝑀̂ and 𝑀 . 𝑉max = max

𝑠∈S,𝜋 ∈Π
𝑉 𝜋 (𝑠) (Π is

the policy space). 𝛿ℓ1 (·, ·) is the L1-norm distance between the two
distributions. 𝜌𝜋

𝑀
represents the discounted occupancy measure of

policy 𝜋 under 𝑀 . 𝜆u has the same meaning as in Eq. 2. 𝑈
𝑀̂
(𝜋) =

E(𝑠,𝑎)∼𝜌𝜋
𝑀̂

[𝑢
𝑀̂
(𝑠, 𝑎)] is the expected sum of discounted uncertainty-

penalty terms along the trajectories induced by 𝜋 under 𝑀̂ .

The difference between our upper bound and that in MOORe

[20] lies in the first termwhich inMOORe is𝐷ℓ1 (𝑝𝑀̂𝑡
, 𝑝

𝑀̂𝑡+1
) (𝑟max+

𝑉max)𝐻 . Dℓ1 (𝑝𝑀̂𝑡
, 𝑝

𝑀̂𝑡+1
) is the maximum of L1-norm distance of

𝑝
𝑀̂𝑡

, 𝑝
𝑀̂𝑡+1

over the whole state-action space:

Dℓ1 (𝑝𝑀̂𝑡
, 𝑝

𝑀̂𝑡+1
) = max

(𝑠,𝑎)
𝛿ℓ1 (𝑝𝑀̂𝑡

(·|𝑠, 𝑎), 𝑝
𝑀̂𝑡+1
(·|𝑠, 𝑎)). (5)

By using Pinsker’s inequality [2] to connect L1-norm distance

and KL-divergence, we can easily derive the upper bound of Co-

MoU on the basis of MOORe. The proof is in Appendix A. The

upper bound in Theorem 4.1 is more controllable than that in

MOORe, because we no longer need to take extra measures to

let Dℓ1 (𝑝𝑀̂𝑡
, 𝑝

𝑀̂𝑡+1
) stay low.

If the upper bound is a reasonable value, it can prevent cata-

strophic performance degeneration. The value of the upper bound

is determined by these components:

(1)

√
2𝜖 (𝑟max +𝑉max)𝐻 .

(2) E
(𝑠,𝑎)∼𝜌

𝜋∗
𝑀̃𝑡

𝑀̂𝑡

𝛿ℓ1 (𝑝𝑀̂𝑡
(·|𝑠, 𝑎), 𝑝𝑀 (·|𝑠, 𝑎)).

(3) 𝜆u |𝑈𝑀̂𝑡
(𝜋∗

𝑀̃𝑡

) −𝑈
𝑀̂𝑡+1
(𝜋∗

𝑀̃𝑡+1
) |.

We can simply adjust 𝜖 to limit the value of component 1 in a

reasonable scope. As we will prove in Theorem 4.2, ∀(𝑠, 𝑎) ∈ S ×
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Figure 1: The offline learning stage provides an initialization for the dynamics model, Q-function and policy. The online-
collected samples are used to update the model. The constrained model update follows the iterative relationship in Eq. 7. The
policy update uses only the transitions generated by interacting with the dynamics model.

A, 𝑝
𝑀̂𝑡
(·|𝑠, 𝑎) will converge to 𝑝𝑀 (·|𝑠, 𝑎). Therefore, the value of

component 2 will converge to 0. Since we impose a constraint on

the model update, we believe that the value of the component 3

will be maintained at a low level. We can also simply let 𝜆u =

0 so that this component has no effect on the upper bound. In

conclusion, the value of the upper bound in Theorem 4.1 can be

easily maintained in a reasonable scope to prevent catastrophic

performance degeneration and fluctuation.

4.2 Constrained model update mechanism
introduces no bias

We illustrate how to update the model under this mechanism and

prove that the constraint introduces no bias. We transform the

objective in Eq. 3 into a Lagrangian and solve the closed-form

solution:

𝑝∗ (𝑠′ |𝑠, 𝑎) =
𝜆 · 𝑝𝜙

old

(𝑠′ |𝑠, 𝑎)
𝜆 + 1 + 𝜌D (𝑠′ |𝑠, 𝑎)

𝜆 + 1 , (6)

where 𝜆 is considered as a hand-drafted hyper-parameter, which

shares similarities with [3]. The proof is in Appendix B. There-

fore, we can write the iterative update formula of the parametric

transition dynamics as follows:

𝑝𝜙𝑡+1 (𝑠
′ |𝑠, 𝑎) ←

𝜆 · 𝑝𝜙𝑡
(𝑠′ |𝑠, 𝑎)

𝜆 + 1 + 𝜌D𝑡+1 (𝑠′ |𝑠, 𝑎)
𝜆 + 1 , (7)

where 𝜙𝑡 denotes the parameters after 𝑡 model updates and D𝑡

denotes the set of transition samples for the 𝑡-th model update.

We demonstrate that if the transition probability of the samples

in the replay buffer 𝜌D converges to the real transition dynamics

𝑝 , so will the estimated transition dynamics 𝑝𝜙 . Usually, the envi-

ronment is considered to be constant, so the convergence of 𝜌D is

intuitive and natural if without considering the finite size of replay

buffer. In light of this evident insight, we formulate the assumption:

Assumption 1. ∀(𝑠, 𝑎, 𝑠′) ∈ S × A × S, the difference between
the sample transition probability 𝜌D𝑡 (𝑠′ |𝑠, 𝑎) and the real transition
probability 𝑝 (𝑠′ |𝑠, 𝑎) converges to 0 with the sustaining expansion of
D𝑡 :

∀(𝑠, 𝑎, 𝑠′), lim
𝑡→∞

𝛿
top

𝑡 (𝑠, 𝑎, 𝑠
′) = 0, (8)

where 𝛿 top𝑡 (𝑠, 𝑎, 𝑠
′) = max

𝑡 ′≥𝑡
|𝜌D𝑡 ′ (𝑠′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎) |.

Based on Eq. 7, we establish the recursive expression of the

difference between the predicted transition probability given by the

parametric transition dynamics and the real transition probability:

𝑝𝜙𝑡+1 (𝑠
′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎) = (9)

𝜆 · 𝑝𝜙𝑡
(𝑠′ |𝑠, 𝑎)

𝜆 + 1 + 𝜌D𝑡+1 (𝑠′ |𝑠, 𝑎)
𝜆 + 1 − 𝑝 (𝑠′ |𝑠, 𝑎) .

We can prove that under Assumption 1, the estimated transition

dynamics will converge to the real one as the number of constrained

model updates 𝑡 increases (see Appendix C for proof):

Theorem 4.2. ∀(𝑠, 𝑎, 𝑠′) ∈ S × A × S, the difference between the
predicted probability 𝑝𝜙𝑡

(𝑠′ |𝑠, 𝑎) given by the parametric transition
dynamics and the real probability 𝑝 (𝑠′ |𝑠, 𝑎) converges to 0 as the
number of constrained model updates 𝑡 increases:

∀(𝑠, 𝑎, 𝑠′), lim
𝑡→∞

|𝑝𝜙𝑡
(𝑠′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎) | = 0. (10)

The convergence process of the estimated transition dynamics

to the real transition dynamics is shown in Fig. 2.

4.3 Model-based RL with constrained model
update mechanism

The way of integrating constrained model update mechanism into

model-based RL is that each model update follows Eq. 7. We first

use the offline RL method MOPO [32] to obtain the offline-trained
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Figure 2: The estimated transition dynamics 𝑝𝜙 (·|𝑠, 𝑎) con-
verges to the real transition dynamics 𝑝 (·|𝑠, 𝑎) by following
the sample transition probability 𝜌D (·|𝑠, 𝑎). The magnitude
of each 𝑝𝜙 update can not exceed the boundary of constraint,
which promotes the stability. It is apparent that 𝑝𝜙 (·|𝑠, 𝑎)
converges to 𝑝 (·|𝑠, 𝑎) in an obviously more stable way than
𝜌D (·|𝑠, 𝑎).

dynamics model, value function and policy which serve as the

starting point. In the online learning stage, the samples generated

by interacting with the real environment are only for model updates,

and the agent learns from the samples generated by interacting

with the dynamics model, which shares similarities with MBPO

[12]. The details of CoMoU are summarized in Algorithm 1.

4.4 Implementation of constrained model
update

The intuition is to update the model by reducing the KL-divergence

between the parametric transition dynamics and the solution in

Eq. 6. So, the optimization objective regarding any state-action

(𝑠, 𝑎) ∈ S × A is as follows:

min

𝜙
𝐷KL (𝑝𝜙 (·|𝑠, 𝑎) | |

𝜆 · 𝑝𝜙𝑡
(·|𝑠, 𝑎)

𝜆 + 1 + 𝜌D𝑡+1 (·|𝑠, 𝑎)
𝜆 + 1 ), (11)

or the KL-divergence in the opposite direction.

As previous works [12, 32], we assume that the estimated transi-

tion dynamics are of Gaussian distribution. In Gaussian distribution,

the parametric distribution of the 𝑖-th component 𝑠′
𝑖
of the next

state 𝑠′ is entirely determined by the mean function 𝜇𝜙,𝑖 (𝑠, 𝑎) and
the variance function 𝜎2

𝜙,𝑖
(𝑠, 𝑎). The distribution of 𝑠′

𝑖
given by

𝑝∗ (𝑠′ |𝑠, 𝑎) in Eq. 6 is:

𝜆

𝜆 + 1N(𝜇𝜙old
,𝑖 (𝑠, 𝑎), 𝜎2𝜙

old
,𝑖
(𝑠, 𝑎)) (12)

+ 1

𝜆 + 1N(𝜇D,𝑖 (𝑠, 𝑎), 𝜎2D,𝑖
(𝑠, 𝑎)),

Algorithm 1 Complete Algorithm of CoMoU

Input: Weight of uncertainty-penalty term 𝜆u, offline-trained pol-

icy 𝜋
off

, offline-trained state-action value function 𝑄̂
off

, offline-

estimated dynamics model 𝑀̂off
, hyper-parameter 𝜆, length of

online episode 𝑆 , number of epochs 𝑇 , model update period 𝜐,

number of gradient updates 𝑁 , rollout batch size 𝑅 and length

𝐻

Output: Parametric policy 𝜋𝜃
1: Initialize policy 𝜋𝜃 = 𝜋

off

2: Initialize state-action value function 𝑄𝜓 = 𝑄̂
off

3: Initialize dynamics model 𝑀̂ = 𝑀̂off

4: Create replay buffer D, model replay buffer Dm

5: for Epoch 𝑡 = 1, ...,𝑇 do
6: for Step 𝜏 = 1, ..., 𝑆 do
7: 𝜋𝜃 samples a transition 𝑑𝜏 = (𝑠𝜏 , 𝑎𝜏 , 𝑠𝜏+1, 𝑟𝜏 )
8: Update D, D ← D ∪ {𝑑𝜏 }
9: if 𝜏 mod 𝜐 == 0 then
10: Update 𝑀̂ on D with Eq. 7,

𝑝𝜙 (·|𝑠, 𝑎) ←
𝜆 ·𝑝𝜙 ( · |𝑠,𝑎)

𝜆+1 + 𝜌D ( · |𝑠,𝑎)
𝜆+1

11: Sample a state batch {𝑠𝑖 }𝑅𝑖=1 from D
12: Rollout 𝑀̂ with 𝜋𝜃 for 𝐻 steps from {𝑠𝑖 }𝑅𝑖=1 to get 𝑅 ×𝐻

transitions {𝑑𝑖 }𝑅×𝐻𝑖=1

13: Penalize rewards in {𝑑𝑖 }𝑅×𝐻𝑖=1
with Eq. 2

14: Update Dm, Dm ← Dm ∪ {𝑑𝑖 }𝑅×𝐻𝑖=1
15: end if
16: Update 𝜋𝜃 , 𝑄𝜓 for 𝑁 times with D𝑚

17: end for
18: end for
19: return 𝜋𝜃

where 𝜇𝜙
old
,𝑖 (𝑠, 𝑎), 𝜎2𝜙

old
,𝑖
(𝑠, 𝑎) are the mean and variance of 𝑠′

𝑖

given by 𝑝𝜙
old

(·|𝑠, 𝑎), and 𝜇D,𝑖 (𝑠, 𝑎), 𝜎2D (𝑠, 𝑎) are those given by

𝜌D (·|𝑠, 𝑎). The mean and variance of Eq. 12 are

𝜆

𝜆 + 1 𝜇𝜙old
,𝑖 (𝑠, 𝑎) +

1

𝜆 + 1 𝜇D,𝑖 (𝑠, 𝑎), (13)

and

𝜆

𝜆 + 1 (𝜇
2

𝜙
old
,𝑖
(𝑠, 𝑎) + 𝜎2

𝜙
old
,𝑖
(𝑠, 𝑎)) (14)

+ 1

𝜆 + 1 (𝜇
2

D,𝑖
(𝑠, 𝑎) + 𝜎2D,𝑖

(𝑠, 𝑎))

−( 𝜆

𝜆 + 1 𝜇𝜙old
,𝑖 (𝑠, 𝑎) +

1

𝜆 + 1 𝜇D,𝑖 (𝑠, 𝑎))2 .

The Gaussian distribution that maximizes the likelihood of the

samples generated by the distribution in Eq. 12 has the same mean

and variance as in it. We can optimize the KL-divergence between

the Gaussian distribution on the 𝑖-th component given by the para-

metric transition dynamics and the Gaussian distribution with the

same mean and variance as in Eq. 12 to optimize the prediction on

the 𝑖-th component given by the parametric transition dynamics.

The KL-divergence of two Gaussian distributions can be directly
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implemented by its closed-form expression:

𝐷KL (N (𝜇1, 𝜎21 ) | |N (𝜇2, 𝜎
2

2
)) = (15)

log

𝜎2

𝜎1
+
𝜎2
1
+ (𝜇1 − 𝜇2)2

2𝜎2
2

− 1

2

.

𝜌D is estimated by another independent parametric dynamics

model that fits all the transitions in D, but is not used to generate

rollout.

5 EXPERIMENTS
We empirically analyze CoMoU’s performance. For reproducibility,

we employ four types of datasets from the openly-sourced D4RL

[7]: Medium, Medium-Replay, Medium-Expert and Random.We use

MOPO [32] to provide an offline-trained initialization. Our analyses

focus on three MuJoCo locomotion environments: Hopper (with a

state-action space of dimension 14), Walker2d (with a state-action

space of dimension 23), and HalfCheetah (with a state-action space

of dimension 23). More details are in Appendix D. The following

subsections focus on these questions:

• How does CoMoU compare with the SOTA offline-to-online

RL methods?

• What is the positive impact of CoMoU on improving sample

efficiency and resisting the negative effect of distribution

shift?

• Is the performance of CoMoU robust enough for different

values of hyper-parameter 𝜆?

• In the sample-based implementation, how does 𝜆 affect the

dynamics model’s fitting all the samples?

• How is the magnitude of model update bounded in the

sample-based implementation?

5.1 Comparison with SOTA methods
We compare CoMoU with ACA [33], PEX [35], ODT [37] and

MOORe [20]. ACA aligns the value function to the policy before on-

line learning to enhance its accuracy. PEX saves the offline-trained

policy during the whole online learning stage and integrates it with

the parametric policy to achieve stability and adaptive exploration.

ODT addresses the offline-to-online RL as a sequence modeling

problem. MOORe is also a model-based offline-to-online RL method

which utilizes offline samples to provide stability.

After every 1000 timesteps, the performance of the policy is

evaluated on 10 test episodes. In these environments, only 110,000

timesteps were executed. It is a challenge to improve the offline-

trained policy to high level in such a short period. The performance

curves are in Fig. 3.

Obviously, benefiting from the model-based superiority, CoMoU

achieves better performance in all the environment-datasets than

the model-free methods. ACA heavily relies on the quality of the

dataset, and when it is low, ACA exhibits slow performance im-

provement. Meanwhile, in Walker2d Medium-Expert, ACA even ex-

perienced performance degradation in subsequent online learning,

which means the lack of robustness. PEX encountered slow perfor-

mance improvement, which is especially evident in the HalfCheetah

environment. ODT achieves excellent performance on Medium-

Expert dataset, but it is sensitive to the quality of dataset, its perfor-

mance is not outstanding in the absence of expert demonstrations.

MOORe obtains higher sample efficiency from the estimated tran-

sition dynamics, however, it relies on a high proportion of offline

samples to provide stability, and it also presents slow performance

improvement and fluctuations when the quality and coverage of

the dataset are poor. In Walker2d-Random, it even failed to achieve

any improvement. In contrast, CoMoU exhibits obvious improve-

ments in all the cases. Even if the policy is poorly initialized with a

random dataset, CoMoU can still quickly improve its performance

in the online learning stage. This means that we do not need to pro-

vide overly rigorous offline learning conditions for CoMoU, which

greatly enhances the practical value of this method.

5.2 Positive impact of CoMoU
We compare CoMoU with MBPO [12] which learns from scratch

to show how significantly CoMoU speeds up the performance im-

provement. Additionally, we compare to naively finetuning offline-

trained policies with MBPO to show how significantly CoMoU

resists the effect of distribution shift. This ablation analysis is con-

ducted in Walker2d. The performance curves are in Fig. 4.

Except with the Medium-Replay dataset, naively finetuning

causes the performance to drop to the extremely low level which

can not be improved any more. In contrast, CoMoU makes the

performance improve stably even if the offline-trained policy was

trained with low-quality random dataset. Compared with MBPO,

we can find that when the offline-trained policy is trained with a

relatively high-quality dataset, CoMoU significantly improves the

efficiency of online learning.

5.3 Impact of 𝜆 on performance
In the practical implementation, 𝜆 is treated as a hyper-parameter,

and we empirically analyze how different values of 𝜆 affect the

performance of CoMoU. We note that the way 𝜆 affects 𝑝∗ in Eq. 6

is by assigning weight
𝜆

𝜆+1 to 𝑝𝜙
old

and weight
1

𝜆+1 to 𝜌D . Since the

sum of these two weights is 1, we let weight
1

𝜆+1 = ˜𝜆, and directly

specify the value of weight
˜𝜆 instead of 𝜆. Accordingly, we compare

the performance curves regarding different values of
˜𝜆 to analyze

how these values affect the performance.

We conduct the experiments in HalfCheetah environment. The

performance curves are in Fig. 5. In the absolute majority of the

cases, no sustaining severe performance declines occurred regard-

less of the value of
˜𝜆. Only when using the Medium-Replay and

Medium-Expert datasets can extremely low
˜𝜆 lead to performance

decline. Since lower
˜𝜆 means that the model is more apt to maintain

its current behavior, we believe this is due to the dynamics model’s

not correcting its inaccurate predictions timely during online learn-

ing. Choosing an appropriate
˜𝜆 is essentially a trade-off between

stable performance and timely refinement of the dynamics model.

5.4 Impact of 𝜆 on dynamics model’s fitting
samples

Although we have proved in theory that the constrained model

update mechanism causes no bias, we still empirically analyze
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Figure 3: CoMoU improves the policies in all the cases with higher sample efficiency. In contrast, ACA, PEX and ODT rely
heavily on datasets and have lower sample efficiency. ACA can achieve excellent performance, but it is still struggling for ACA
to improve the performance of the offline-trained policy when it was poorly initialized. The drawback of MOORe is that it can
hardly improve poorly-initialized policies obtained from low-quality datasets. By comparison, CoMoU not only effectively
protects well-initialized policies, but also quickly improves the poorly initialized policies through dynamic models.

Figure 4: CoMoU achieves higher sample efficiency than learning from scratch, and without it, policies are easily destroyed.
The performance of the destroyed policy will remain at a very low level after a short fluctuation and can no longer be improved,
which is obvious on the Medium-Expert dataset and Medium dataset.

the impact of different values of 𝜆 on the dynamics model in the

sample-based implementation. The ablation analysis is conducted

in HalfCheetah environment. We show in Fig. 6 the MSE loss curves

between the mean of the distribution predicted by the parametric

transition dynamics and the next state in the samples. For brevity,

we still directly specify the values of
˜𝜆. Obviously, under the most

values of
˜𝜆, the MSE loss decreases continuously with the progress

of online learning, or maintains at a very low level from beginning

to end. Only when the value of
˜𝜆 is extremely low will the reduction

of MSE loss be hindered. This illustrates that even in the sample-

based implementation, the constrained model update has almost

no negative impact on the dynamics model’s fitting all the samples.

5.5 Loss curves of model updates in
sample-based implementation

Due to the fact that the implementation of constrained model up-

date is sample-based, we empirically analyze the variations of the

KL-divergence between the distribution predicted by the parametric
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Figure 5: Under the majority of ˜𝜆, the performance of the
policy is rapidly enhanced, which means that CoMoU is in-
sensitive to the hyper-parameter. In the case of the Medium
dataset, all the values of the ˜𝜆 resulted in highly consistent
rapid performance improvements.

Figure 6: Except for extremely low ˜𝜆 (e.g. 0.1), MSE losses
show a downward trend or remain at a low level throughout
the online learning, which means that the dynamics model
fits the real transition dynamics very well.

dynamics model and the closed-form target distribution through-

out online learning. We plot the KL-divergence curves for various

values of
˜𝜆 using all the types of datasets in the HalfCheetah envi-

ronment. These curves are shown in Fig. 7. We observe that under

all the values of
˜𝜆, KL-divergence has a clear upper bound, which

means that the changes in the dynamics model are indeed bounded

in the sample-based implementation.

Figure 7: Under all the values of ˜𝜆, there is a clear upper bound
(0.2) on the KL-divergence between the predicted distribution
of the parametric dynamicsmodel and the target distribution
throughout online learning.

6 CONCLUSION
In this paper, we study the problem of offline-to-online RL, focusing

on enhancing the performance of the policies that have been trained

offline through subsequent online interactions. Our analyses reveal

that by modulating the differences between consecutive dynamics

models in model-based RL methods, we can accordingly manage

the discrepancies in real-world performance of the optimal policies

under these models, thereby mitigating the negative effects of dis-

tribution shift. We develop a constrained model update mechanism

which is meticulously engineered to restrict the alterations between

consecutive dynamics models. We integrate this mechanism into a

complete model-based RL method. Through rigorous examination,

we confirm that this mechanism introduces no bias and the per-

formance differences are bounded. The experimental results show

that this method stably transfers the offline-trained policies to the

online learning stage and achieve higher sample efficiency than the

model-free methods.
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A UPPER BOUND OF PERFORMANCE
DIFFERENCE

As we have mentioned, MOORe [20] provides an upper bound for

the difference between the expected returns in the real environment

of the optimal policies under two consecutive uncertainty-penalized

MDPs:

|𝜂𝑀 (𝜋∗
𝑀̃𝑡

) − 𝜂𝑀 (𝜋∗
𝑀̃𝑡+1
) | (16)

≤ 𝐷ℓ1 (𝑝𝑀̂𝑡
, 𝑝

𝑀̂𝑡+1
) (𝑟max +𝑉max)𝐻

+[E
(𝑠,𝑎)∼𝜌

𝜋∗
𝑀̃𝑡

𝑀̂𝑡
(𝑠,𝑎)

𝛿ℓ1 (𝑝𝑀̂𝑡
(·|𝑠, 𝑎), 𝑝𝑀 (·|𝑠, 𝑎))

+E
(𝑠,𝑎)∼𝜌

𝜋∗
𝑀̃𝑡+1

𝑀̂𝑡+1
(𝑠,𝑎)

𝛿ℓ1 (𝑝𝑀̂𝑡+1
(·|𝑠, 𝑎), 𝑝𝑀 (·|𝑠, 𝑎))]

𝛾

2

𝑉max

+𝜆u |𝑈𝑀̂𝑡
(𝜋∗

𝑀̃𝑡

) −𝑈
𝑀̂𝑡+1
(𝜋∗

𝑀̃𝑡+1
) |.

By replacing L1-norm distance 𝛿ℓ1 with Total Variation Distance

𝐷TV, we can get:

= max

(𝑠,𝑎)
2 · 𝐷TV (𝑝𝑀̂𝑡

(·|𝑠, 𝑎) | |𝑝
𝑀̂𝑡+1
(·|𝑠, 𝑎)) (𝑟max +𝑉max)𝐻 (17)

+[E
(𝑠,𝑎)∼𝜌

𝜋∗
𝑀̃𝑡

𝑀̂𝑡
(𝑠,𝑎)

𝛿ℓ1 (𝑝𝑀̂𝑡
(·|𝑠, 𝑎), 𝑝𝑀 (·|𝑠, 𝑎))

+E
(𝑠,𝑎)∼𝜌

𝜋∗
𝑀̃𝑡+1

𝑀̂𝑡+1
(𝑠,𝑎)

𝛿ℓ1 (𝑝𝑀̂𝑡+1
(·|𝑠, 𝑎), 𝑝𝑀 (·|𝑠, 𝑎))]

𝛾

2

𝑉max

+𝜆u |𝑈𝑀̂𝑡
(𝜋∗

𝑀̃𝑡

) −𝑈
𝑀̂𝑡+1
(𝜋∗

𝑀̃𝑡+1
) |.

Further, we apply Pinsker’s inequality to 𝐷TV and get a higher

upper bound:

≤ max

(𝑠,𝑎)

√︃
2𝐷KL (𝑝𝑀̂𝑡

(·|𝑠, 𝑎) | |𝑝
𝑀̂𝑡+1
(·|𝑠, 𝑎)) (𝑟max +𝑉max)𝐻 (18)

+[E
(𝑠,𝑎)∼𝜌

𝜋∗
𝑀̃𝑡

𝑀̂𝑡
(𝑠,𝑎)

𝛿ℓ1 (𝑝𝑀̂𝑡
(·|𝑠, 𝑎), 𝑝𝑀 (·|𝑠, 𝑎))

+E
(𝑠,𝑎)∼𝜌

𝜋∗
𝑀̃𝑡+1

𝑀̂𝑡+1
(𝑠,𝑎)

𝛿ℓ1 (𝑝𝑀̂𝑡+1
(·|𝑠, 𝑎), 𝑝𝑀 (·|𝑠, 𝑎))]

𝛾

2

𝑉max

+𝜆u |𝑈𝑀̂𝑡
(𝜋∗

𝑀̃𝑡

) −𝑈
𝑀̂𝑡+1
(𝜋∗

𝑀̃𝑡+1
) |.

https://api.semanticscholar.org/CorpusID:235294299
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Notice that in our method, every model update will be con-

strained, so the following inequality holds:

∀(𝑠, 𝑎) ∈ S × A, 𝐷KL (𝑝𝑀̂𝑡
(·|𝑠, 𝑎) | |𝑝

𝑀̂𝑡+1
(·|𝑠, 𝑎)) ≤ 𝜖. (19)

In combination with all these conditions, we can get the follow-

ing upper bound of |𝜂𝑀 (𝜋∗
𝑀̃𝑡

) − 𝜂𝑀 (𝜋∗
𝑀̃𝑡+1
) | in our method:

|𝜂𝑀 (𝜋∗
𝑀̃𝑡

) − 𝜂𝑀 (𝜋∗
𝑀̃𝑡+1
) | (20)

≤ max

(𝑠,𝑎)

√
2𝜖 (𝑟max +𝑉max)𝐻

+[E
(𝑠,𝑎)∼𝜌

𝜋∗
𝑀̃𝑡

𝑀̂𝑡
(𝑠,𝑎)

𝛿ℓ1 (𝑝𝑀̂𝑡
(·|𝑠, 𝑎), 𝑝𝑀 (·|𝑠, 𝑎))

+E
(𝑠,𝑎)∼𝜌

𝜋∗
𝑀̃𝑡+1

𝑀̂𝑡+1
(𝑠,𝑎)

𝛿ℓ1 (𝑝𝑀̂𝑡+1
(·|𝑠, 𝑎), 𝑝𝑀 (·|𝑠, 𝑎))]

𝛾

2

𝑉max

+𝜆u |𝑈𝑀̂𝑡
(𝜋∗

𝑀̃𝑡

) −𝑈
𝑀̂𝑡+1
(𝜋∗

𝑀̃𝑡+1
) |.

B CLOSED-FORM SOLUTION OF
CONSTRAINED MODEL UPDATE
MECHANISM

The original optimization objective of constrained model update

mechanismwith respect to any state-action (𝑠, 𝑎) ∈ S×A is written

as follows:

min

𝜙
𝐷KL (𝜌D (·|𝑠, 𝑎) | |𝑝𝜙 (·|𝑠, 𝑎)), (21)

s.t. 𝐷KL (𝑝𝜙
old

(·|𝑠, 𝑎) | |𝑝𝜙 (·|𝑠, 𝑎)) ≤ 𝜖.

It can be rewritten into an equivalent form:

max

𝜙
E𝑠′∼𝜌D ( · |𝑠,𝑎) [log 𝑝𝜙 (𝑠

′ |𝑠, 𝑎) − log 𝜌D (𝑠′ |𝑠, 𝑎)], (22)

s.t. E𝑠′∼𝑝𝜙
old
( · |𝑠,𝑎) [log 𝑝𝜙

old

(𝑠′ |𝑠, 𝑎) − log𝑝𝜙 (𝑠′ |𝑠, 𝑎)] ≤ 𝜖.

We can turn this equivalent objective into a Lagrangian:

L(𝜙) =
∫

𝜌D (𝑠′ |𝑠, 𝑎) [log𝑝𝜙 (𝑠′ |𝑠, 𝑎) − log 𝜌D (𝑠′ |𝑠, 𝑎)]𝑑𝑠′ (23)

+𝜆(𝜖 −
∫

𝑝𝜙
old

(𝑠′ |𝑠, 𝑎) log
𝑝𝜙

old

(𝑠′ |𝑠, 𝑎)
𝑝𝜙 (𝑠′ |𝑠, 𝑎)

𝑑𝑠′)

+𝜂 (1 −
∫

𝑝𝜙 (𝑠′ |𝑠, 𝑎)𝑑𝑠′).

Take the derivative of the Lagrangian over 𝑝𝜙 and let it be equal

to 0, we can get:

𝜕L(𝜙)
𝜕𝑝𝜙

=
𝜌D (𝑠′ |𝑠, 𝑎)
𝑝𝜙 (𝑠′ |𝑠, 𝑎)

+ 𝜆
𝑝𝜙𝑜𝑙𝑑

(𝑠′ |𝑠, 𝑎)
𝑝𝜙 (𝑠′ |𝑠, 𝑎)

− 𝜂 = 0. (24)

We can solve it and get the closed-form solution:

𝑝∗ (𝑠′ |𝑠, 𝑎) =
𝜆 · 𝑝𝜙

old

(𝑠′ |𝑠, 𝑎) + 𝜌D (𝑠′ |𝑠, 𝑎)
𝜂 · Z(𝑠, 𝑎) , (25)

(whereZ(𝑠, 𝑎) =
∫

𝜆 · 𝑝𝜙
old

(𝑠′ |𝑠, 𝑎) + 𝜌D (𝑠′ |𝑠, 𝑎)
𝜂

𝑑𝑠′)

=
𝜆 · 𝑝𝜙

old

(𝑠′ |𝑠, 𝑎) + 𝜌D (𝑠′ |𝑠, 𝑎)
𝜆 + 1 .

It is intuitive to find that the closed-form solution is essentially

a weighted sum. Naturally, the iterative update formula of the

parametric transition dynamics is as follows:

𝑝𝜙𝑡+1 (𝑠
′ |𝑠, 𝑎) ←

𝜆 · 𝑝𝜙𝑡
(𝑠′ |𝑠, 𝑎)

𝜆 + 1 + 𝜌D𝑡+1 (𝑠′ |𝑠, 𝑎)
𝜆 + 1 . (26)

C CONVERGENCE TO REAL TRANSITION
DYNAMICS

We first derive the formula of the difference between the parametric

transition dynamics 𝑝𝜙 and the real transition dynamics 𝑝 , and

then prove that this difference will converge to 0 if the transition

probability 𝜌D of the samples in the replay buffer D converges to

the real transition dynamics 𝑝 .

C.1 Difference between parametric transition
dynamics and real transition dynamics

On the basis of the iterative update of parametric transition dynam-

ics, we notice that the iterative relation of the difference between

the parametric transition dynamics 𝑝𝜙𝑡
and the real transition dy-

namics 𝑝:

𝑝𝜙𝑡+1 (𝑠
′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎) = (27)

𝜆

𝜆 + 1𝑝𝜙𝑡
(𝑠′ |𝑠, 𝑎) + 1

𝜆 + 1𝜌
D𝑡+1 (𝑠′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎) .

Next, we use mathematical induction to prove that:

𝑝𝜙𝑡+𝑘 (𝑠
′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎) = (28)

( 𝜆

𝜆 + 1 )
𝑘 (𝑝𝜙𝑡

(𝑠′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎))

+ 1

𝜆 + 1

𝑘−1∑︁
𝑖=0

( 𝜆

𝜆 + 1 )
𝑘−1−𝑖𝛿𝜌−𝑝

𝑡+𝑖 (𝑠
′ |𝑠, 𝑎),

where 𝛿
𝜌−𝑝
𝑡 (𝑠′ |𝑠, 𝑎) = 𝜌D𝑡+1 (𝑠′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎) .

Obviously, for 𝑘 = 0, the equality above holds. We assume that

the equality above holds for ∀𝑘′ ≤ 𝑘 . By continuing applying the

iterative relationship in Eq. 27, we can get the difference for 𝑘 + 1:

𝑝𝜙𝑡+𝑘+1 (𝑠
′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎) = (29)

𝜆

𝜆 + 1 (𝑝𝜙𝑡+𝑘 (𝑠
′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎)) + 1

𝜆 + 1𝛿
𝜌−𝑝
𝑡+𝑘 (𝑠

′ |𝑠, 𝑎) .
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Expand 𝑝𝜙𝑡+𝑘 (𝑠
′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎) with Eq. 28:

=
𝜆

𝜆 + 1 [(
𝜆

𝜆 + 1 )
𝑘 (𝑝𝜙𝑡

(𝑠′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎)) (30)

+ 1

𝜆 + 1

𝑘−1∑︁
𝑖=0

( 𝜆

𝜆 + 1 )
𝑘−1−𝑖𝛿𝜌−𝑝

𝑡+𝑖 (𝑠
′ |𝑠, 𝑎)]

+ 1

𝜆 + 1𝛿
𝜌−𝑝
𝑡+𝑘 (𝑠

′ |𝑠, 𝑎)

= ( 𝜆

𝜆 + 1 )
𝑘+1 (𝑝𝜙𝑡

(𝑠′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎))

+ 1

𝜆 + 1

𝑘−1∑︁
𝑖=0

( 𝜆

𝜆 + 1 )
𝑘−𝑖𝛿𝜌−𝑝

𝑡+𝑖 (𝑠
′ |𝑠, 𝑎)

+ 1

𝜆 + 1

𝑘∑︁
𝑖=𝑘

( 𝜆

𝜆 + 1 )
𝑘−𝑖𝛿𝜌−𝑝

𝑡+𝑖 (𝑠
′ |𝑠, 𝑎)

= ( 𝜆

𝜆 + 1 )
𝑘+1 (𝑝𝜙𝑡

(𝑠′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎))

+ 1

𝜆 + 1

(𝑘+1)−1∑︁
𝑖=0

( 𝜆

𝜆 + 1 )
(𝑘+1)−1−𝑖𝛿𝜌−𝑝

𝑡+𝑖 (𝑠
′ |𝑠, 𝑎) .

Obviously, the equality in Eq. 28 also holds for 𝑘 +1. In summary,

for ∀𝑘 ≥ 0, Eq. 28 holds.

C.2 Convergence of difference to 0
Based on Eq. 28, we can construct the following inequality:

0 ≤ |𝑝𝜙𝑡+𝑘 (𝑠
′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎) | (31)

≤ ( 𝜆

𝜆 + 1 )
𝑘 |𝑝𝜙𝑡

(𝑠′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎) |

+ 1

𝜆 + 1

𝑘−1∑︁
𝑖=0

( 𝜆

𝜆 + 1 )
𝑘−1−𝑖 |𝛿𝜌−𝑝

𝑡+𝑖 (𝑠
′ |𝑠, 𝑎) |.

By enlarging the second term, we can further obtain the follow-

ing equation:

0 ≤ |𝑝𝜙𝑡+𝑘 (𝑠
′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎) | (32)

≤ ( 𝜆

𝜆 + 1 )
𝑘 |𝑝𝜙𝑡

(𝑠′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎) |

+ 1

𝜆 + 1

𝑘−1∑︁
𝑖=0

( 𝜆

𝜆 + 1 )
𝑘−1−𝑖𝛿 top𝑡 (𝑠, 𝑎, 𝑠

′)

= U𝑘
𝑡 (𝑠, 𝑎, 𝑠′),

where 𝛿
top

𝑡 (𝑠, 𝑎, 𝑠
′) = max

𝑡 ′≥𝑡
|𝜌D𝑡 ′ (𝑠′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎) |.

We simplifyU𝑘
𝑡 (𝑠, 𝑎, 𝑠′) and derive its limit:

lim

𝑡→∞
lim

𝑘→∞
U𝑘

𝑡 (𝑠, 𝑎, 𝑠′) = (33)

lim

𝑡→∞
lim

𝑘→∞
[( 𝜆

𝜆 + 1 )
𝑘 |𝑝𝜙𝑡

(𝑠′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎) |

+(1 − ( 𝜆

𝜆 + 1 )
𝑘 )𝛿 top𝑡 ]

= lim

𝑡→∞
𝛿
top

𝑡 .

Hyper-parameter Value

Latent dimension 200

Number of layers 5

Hidden activation function Swish

Ensemble size 7

Number of elite models 5

Weight decay of layer 1 2.5e-05

Weight decay of layer 2 5e-05

Weight decay of layer 3 7.5e-05

Weight decay of layer 4 7.5e-05

Weight decay of layer 5 0.0001

Table 1:Hyper-parameters of the parametric dynamicsmodel

Under the assumption that 𝜌D (𝑠′ |𝑠, 𝑎) will converge to 𝑝 (𝑠′ |𝑠, 𝑎)
for ∀(𝑠, 𝑎, 𝑠′) ∈ S × A × S, we can know:

lim

𝑡→∞
lim

𝑘→∞
U𝑘

𝑡 (𝑠, 𝑎, 𝑠′) = lim

𝑡→∞
𝛿
top

𝑡 = 0. (34)

We note that the limit of the difference between parametric tran-

sition dynamics and real transition dynamics has another equivalent

form:

lim

𝑥→∞
|𝑝𝜙𝑥
(𝑠′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎) | = (35)

lim

𝑡→∞
lim

𝑘→∞
|𝑝𝜙𝑡+𝑘 (𝑠

′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎) |,

where 𝑥 = 𝑡 + 𝑘.
Combine the following inequality relation:

0 ≤ |𝑝𝜙𝑡+𝑘 (𝑠
′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎) | ≤ U𝑘

𝑡 (𝑠, 𝑎, 𝑠′), (36)

and apply the Sandwich Theorem to the limit we can get:

lim

𝑥→∞
|𝑝𝜙𝑥
(𝑠′ |𝑠, 𝑎) − 𝑝 (𝑠′ |𝑠, 𝑎) | = 0. (37)

In summary, the parametric transition dynamics will converge

to the real transition dynamics.

D DETAILS OF EXPERIMENTS
D.1 Architectures of parametric dynamics

model and policy
We assume that the probability distribution of the next state is of

Gaussian distribution, so the neural network only needs to predict

themean and variance of the Gaussian distribution. For better fitting

all the transition samples, we implement the parametric dynamics

model with a dynamics model ensemble. This shares similarities

with MBPO [12] and MOPO [32]. The specific hyper-parameters of

the parametric dynamics model as listed in Table 1.

The policy is a neural network that parameterizes the mean

and the standard deviation of a Gaussian distribution. The dis-

tributed samples are mapped by 𝑡𝑎𝑛ℎ to get squashed actions

𝜋𝜃 (·|𝑠) = tanh(N (𝜇𝜃 (𝑠), 𝜎𝜃 (𝑠))). Sampling is implemented by repa-

rameterization. Two state-action value networks are trained, each

with a target network. We consider the minimum of the two target

values as the bootstrap value. The minimum of the predicted values

from two parametric state-action value functions will be regarded

as the actual predicted value of a state-action. The target network

is updated in a soft way, namely the exponential moving average of
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Hyper-parameter Value

Q hidden sizes [256,256]

Policy hidden sizes [256,256]

Hidden activation functions ReLU

Replay buffer size 1 × 106
Update rate of target value networks 𝜏 5 × 10−3
Discount factor 𝛾 0.99

Entropy term coefficient 𝛼 0.2

Critic learning rate 1 × 10−3
Policy learning rate 1 × 10−3
Optimizer Adam

Table 2: Hyper-parameters of the policy and Q-network

Hyper-parameter Value

Rollout batch size 100000

Rollout length 1000

Model update period 𝜐 250

Minimum loss reduction ratio on validation set 0.01

Maximum number of stagnant model updates 5

Policy update period 1

Batch size of policy update 256

Proportion of real transition samples 0.05

Number of gradient-based policy updates 𝑁 20

Random seed 123456

Table 3: Hyper-parameters of the complete algorithm

the network parameters. The hyper-parameters of the architecture

are shown in Table 2.

D.2 Details of complete algorithm
In order to achieve stable optimization objectives in constrained

model update, we apply a target dynamics model which share simi-

larities with the target value networks in the actor-critic paradigm.

Target dynamics model’s parameters will not be updated by gra-

dient descent. Instead, after a dynamics model update, they are

replaced with the parameters of the parametric dynamics model.

In order to estimate 𝜌D , we use an extra independent dynamics

model to directly fit all the collected transition samples in the replay

buffer.

We divide all transition samples into a training set and a vali-

dation set. After each model update, we calculate the loss of the

dynamics model on the validation set. If the decrease magnitude of

the loss value does not exceed the given threshold for more than a

predetermined number of consecutive times, then we believe that

the dynamics model has been sufficiently trained and the dynamics

model update will be terminated.

In order to sufficiently adapt the policy to each dynamics model

update, gradient-based policy updates are executed multiple times

during each policy update. The hyper-parameters of CoMoU’s com-

plete algorithm are listed in Table 3.
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