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Abstract
We present Adaptive Command, a novel framework integrating
large language models (LLMs) with behavior trees for real-time
strategic decision-making in StarCraft II. Our system focuses on
enhancing human-AI collaboration in complex, dynamic environ-
ments through natural language interactions. The framework com-
prises: (1) an LLM-based strategic advisor, (2) a behavior tree for
action execution, and (3) a natural language interface with speech
capabilities. User studies demonstrate significant improvements
in player decision-making and strategic adaptability, particularly
benefiting novice players and those with disabilities. This work con-
tributes to the field of real-time human-AI collaborative decision-
making, offering insights applicable beyond Real-time strategy
(RTS) games to various complex decision-making scenarios.

CCS Concepts
• Computing methodologies→ Intelligent agents; • Human-
centered computing→ Human computer interaction (HCI).

Keywords
LLM Agents, Game AI, StarCraft II, Human-AI Collaboration, Adap-
tive Decision-Making

1 Introduction
Real-time strategy (RTS) games, exemplified by StarCraft II (SC2),
present formidable challenges in AI research, demanding rapid tac-
tical decisions and adaptive long-term planning. SC2’s complex
gameplay, detailed in Section ??, encompasses resource manage-
ment, base construction, and military command, serving as an ideal
testbed for advanced AI systems. While previous efforts, such as
DeepMind’s AlphaStar [26], have shown AI’s potential in master-
ing such games, recent advancements have begun to explore the
integration of Large Language Models (LLMs) in this domain.

The rapid advancement of LLMs in reasoning, planning, and
decision-making has opened new possibilities for their applica-
tion in complex gaming environments. A notable contribution in
this area is the TextStarCraft II project [17], which developed a
specialized environment for assessing LLMs in real-time strategic
scenarios within SC2. Their work demonstrated that fine-tuned
LLMs could perform on par with Gold-level players in real-time
matches, showcasing the potential of LLMs in strategic gameplay.

Building upon these developments, we identify a gap in frame-
works that leverage LLMs for enhancing human-AI collaboration
in real-time strategy decision-making and long-term planning in

(a) Strategy Initialization Phase

(b) Adaptive Execution Phase

Figure 1: An overview of Adaptive Command: Two-phase
process integrating LLMs with behavior trees for strategic
decision-making in StarCraft II.

environments like StarCraft II. While TextStarCraft II focused on
evaluating LLMs’ autonomous performance, our work aims to ex-
plore how LLMs can augment human gameplay through real-time
interaction and collaboration.

To address this gap, we present Adaptive Command, a system
(demonstrated in Figure 1) based on TextStarCraft II that extends
the capabilities of LLMs in StarCraft II beyond autonomous play
to facilitate human-AI collaboration. Our approach introduces a
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language-conditioned and adjustable StarCraft II policy, leveraging
the strengths of LLMs in reasoning and strategic planning, while
integrating them with behavior trees for tactical execution.

Adaptive Command innovatively introduces several key tech-
nologies into game AIs:
• Language-Conditioned Policy Generation: Integration
of LLMs with behavior trees provides a flexible policy that
adapts to player input and game state.
• Real-time LLM-assisted Decision Making: The system
offers adaptive, context-aware strategic advice during game-
play, enhancing player decision-making capabilities.
• Natural Language Interaction: Players interact with the
AI assistant using natural language, including voice com-
mands, facilitating intuitive strategic discussions.
• Dynamic Strategy Adaptation: Real-time policy adjust-
ments allow players to modify strategies based on evolving
game conditions and AI recommendations.
• Accessibility Enhancement: Incorporation of speech-to-
text and text-to-speech capabilities aims to broaden the ac-
cessibility of complex RTS gameplay.

Our research investigates how this language-conditioned, human-
AI collaborative approach can enhance player decision-making,
strategic flexibility, and overall game performance. Through com-
prehensive user studies, we evaluate the system’s effectiveness
across various player skill levels and assess its potential in improv-
ing gaming experiences.

This work contributes to the broader field of human-AI collabo-
ration in complex, real-time decision-making environments. While
centered on StarCraft II, the insights and methodologies developed
have potential applications beyond gaming, offering new perspec-
tives on integrating AI assistance in dynamic, strategic scenarios
across various domains. By focusing on the collaborative aspect
between humans and AI, our work extends the capabilities of LLM-
based systems in RTS games, potentially opening new avenues for
AI-assisted gameplay and decision-making in complex environ-
ments.

2 Related Work
The related work of this research includes StarCraft II full game
AI, LLM agents and benchmarks, and human-AI collaboration in
gaming.

2.1 StarCraft II Full Game AI
StarCraft AI research, initially focused on StarCraft I with devel-
opments like BiCNet [21] for multi-agent coordination, has sig-
nificantly advanced in the StarCraft II era. The release of PySC2
[27] by DeepMind, coupled with Blizzard’s game replays, propelled
this research field. A key breakthrough was AlphaStar [26], which
achieved Grandmaster level and defeated top players, demonstrat-
ing the potential of reinforcement learning (RL) in complex envi-
ronments. Subsequent research [2, 9, 11, 29] expanded upon these
foundations. Mini-AlphaStar [15] simplified input variables without
compromising learning effectiveness. TG [13] and HierNet-SC2 [14]
explored efficient RL strategies, with the latter bypassing supervised
pre-training. AlphaStar Unplugged [18] represented a leap in offline
RL using human replays. TStarBotsX [8] and SCC [30] furthered

federated learning approaches, achieving notable success against
master and grandmaster level players. Recent research includes DI-
star [4], which is accessible for personal computer deployment, and
ROA-Star [10], which enhanced AlphaStar’s training framework
with goal-conditioned exploiters and refined opponent modeling
techniques. ROA-Star’s practical tests against professional players
have shown impressive results, marking significant progress in AI
research for RTS games.

Despite of directly interacting with the game environment via
low-level APIs, several researchers tried to manipulate the units us-
ing high-level natural language.Waytowich et al. made a pioneering
contribution in this direction with their work focused on Grounding
Natural Language Commands to StarCraft II Game States. Building
upon the integration of language and game mechanics, TextStar-
Craft II [17] further advanced the field by introducing a specialized
environment for evaluating Large Language Models (LLMs) in real-
time strategic scenarios within SC2. This work demonstrates the
potential of language models in strategic gameplay and decision-
making. These advancements highlight the evolution of StarCraft II
AI research, integrating natural language understanding with tradi-
tional approaches. This progression aims to create AI systems that
interact with complex adversarial environments in more human-
like ways.

2.2 LLM Agents and Benchmarks
The surge of large language models (LLMs) in late 2022, exemplified
by models such as GPT-3.5, GPT4 [20], and subsequent develop-
ments like LLaMA [5] and Qwen [1, 34], has significantly propelled
research into LLM agents. Projects like React , Chain of Thought
[31, 33, 35], and AutoGPT laid the groundwork for more sophisti-
cated implementations. In gaming environments, initiatives such as
GITM [36] and Voyager [28] have demonstrated LLM agents’ adapt-
ability to various tasks and open-world scenarios. Environments
like TextWorld [3] and ALFWorld [24] have integrated text-based
strategy and action execution. Recent advancements include Cra-
dle [25], which introduces a General Computer Control setting
for broader software interaction, and strategic discussion agents
for games like One Night Ultimate Werewolf [12]. Benchmarking
platforms like AGENTBENCH [16] play a crucial role in evaluating
these developments in comprehensive, open-ended contexts.

2.3 Human-AI Collaboration in Gaming
Recent advancements in Large Language Models (LLMs) technolo-
gies have opened new avenues for human-AI collaboration in com-
plex gaming environments [6]. MindAgent [7] introduces a frame-
work for evaluating AI planning and coordination in multi-agent
gaming scenarios, while practical applications like the AI team-
mate in “Naraka: Bladepoint” mobile game [19] demonstrate the
potential of AI assistants in commercial games.

These developments showcase the progress in AI-assisted gam-
ing and human-AI interaction, yet there remains a gap in leveraging
such technologies for real-time strategy assistance in complex RTS
games like StarCraft II. Our work aims to address this gap by in-
troducing a language-conditioned, adaptive system that enhances
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human decision-making in StarCraft II, while also exploring its
potential to improve accessibility and overall gaming experience.

3 StarCraft II: Background and Resources
StarCraft II (SC2) is a real-time strategy game that serves as a promi-
nent platform for AI research due to its complex decision-making
requirements and clear performance metrics. In the standard 1-vs-1
competitive mode, players must manage resources, construct bases,
compose armies, and execute strategic plans, ultimately aiming to
defeat their opponent by destroying all enemy structures.

3.1 StarCraft II AI Community
The StarCraft II AI development community has established a robust
ecosystem of tools and strategies. The AI Arena platform (https:
//aiarena.net/) hosts competitive AI tournaments and maintains a
repository of rule-based strategies, which have been extensively
tested and refined through competitive play. These community-
contributed strategies, along with our custom-designed rule-based
systems, form the foundation of our behavior tree implementation.

3.2 LLM’s Pre-trained Knowledge
Large Language Models have acquired comprehensive StarCraft
II domain knowledge during their pre-training process through
exposure to:
• Strategic Content: Unit specifications, build orders, and
tactical analysis from community resources like Liquipedia
• Development Resources: API documentation and imple-
mentation patterns from PySC2 and python-sc2
• Community Discussions: Strategic insights and coding so-
lutions from gaming forums and development communities

This pre-existing knowledge enables LLMs to process both strate-
gic concepts and implementation details effectively, eliminating the
need for additional fine-tuning in our framework.

4 System Design and Implementation
This section presents Adaptive Command, a novel framework that
enhances human decision-making in StarCraft II through real-time
AI assistance. Figure 1 illustrates the system architecture compris-
ing two distinct phases: Strategy Initialization and Adaptive Ex-
ecution. The Strategy Initialization phase establishes the initial
gameplay policy through LLM-human dialogue, while the Adaptive
Execution phase enables real-time strategy adjustments based on
continuous game state analysis and player feedback.

4.1 System Architecture and Workflow
The system integrates five core components that work in concert
to facilitate human-AI collaborative decision-making:

Game State Processor: Implements the Chain of Summariza-
tion (CoS) method from TextStarCraft II [17] to efficiently process
and compress game information. This process involves single-frame
summarization for condensing raw game states, multi-frame ag-
gregation for capturing temporal dynamics, and strategic context
integration for combining game state with player instructions.

LLM-based Strategic Advisor: Employs pre-trained language
models to analyze game states and generate strategic advice. The

Figure 2: The architecture of Adaptive Command, showing
the integration of LLM-based strategic planning with behav-
ior tree execution for real-time gameplay adaptation.

system primarily operates in English due to the superior quality of
StarCraft II-related training data in English corpora, while perfor-
mance in other languages is currently limited by the availability of
domain-specific training data.

Behavior Tree Executor: Translates high-level strategies into
executable game actions through a hierarchical behavior tree struc-
ture. The behavior tree integrates resource management, produc-
tion control, combat operations, and technological advancement
into a unified decision-making framework. Resource management
handles worker distribution and economy optimization; production
control coordinates unit composition and building construction
based on strategic requirements; combat operations manage unit
positioning, engagement decisions, and defensive responses. These
components are parameterized through BehaviorModulators (BMs),
allowing dynamic adjustment based on LLM-generated policies and
current game states. The behavior tree’s modular design enables
real-time strategy adaptation while maintaining execution stability
through carefully structured decision nodes and action sequences.

Natural Language Interface: Facilitates hands-free interaction
through Speech-to-Text (whisper-small [22]) and Text-to-Speech
(edge-tts [23]) technologies, with optimal performance in English
language communication.

Real-time Policy Adjustor: Enables seamless strategy updates
by modifying BMs based on player input and game state analysis.
The adjustor interfaces with the behavior tree through a parameter
modification system that dynamically tunes decision thresholds,
resource allocation ratios, and combat parameters. This design
ensures strategy adjustments can be implemented without disrupt-
ing ongoing gameplay processes, maintaining strategic coherence
while adapting to changing game conditions. Each adjustment is
validated against current game state constraints and player objec-
tives, ensuring that strategic modifications remain viable within
the game’s resource and technological constraints.
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Algorithm 1 Adaptive Command in StarCraft II
Input: SC2 env E, language model 𝑓𝐿𝐿𝑀 , behavior tree 𝑔𝐵𝑇

1: Initialize game state 𝑠0 = E .reset()
2: 𝑐0 ← initial player instruction
3: 𝜋0 ← 𝑓𝐿𝐿𝑀 (𝑠0, 𝑐0, 𝜃 ) ⊲ Initial policy selection
4: 𝑡 ← 0
5: while E is not terminated do
6: 𝑎𝑡 ← 𝑔𝐵𝑇 (𝜋𝑡 , 𝑠𝑡 ) ⊲ Action selection
7: 𝑠𝑡+1, 𝑟𝑡 ← E .step(𝑎𝑡 ) ⊲ Environment interaction
8: if player provides new instruction 𝑐𝑡+1 then
9: 𝑠𝑡+1 ← CoS(𝑠𝑡+1) ⊲ Chain of Summarization
10: 𝜋𝑡+1 ← 𝑓𝐿𝐿𝑀 (𝑠𝑡+1, 𝑎𝑡 , 𝑐𝑡+1, 𝜃 ) ⊲ Policy adjustment
11: else
12: 𝜋𝑡+1 ← 𝜋𝑡
13: end if
14: 𝑡 ← 𝑡 + 1
15: end while

4.2 Mathematical Formulation
We formulate the workflow of Adaptive Command as a two-phase
process within a reinforcement learning framework, which is sum-
marized as Algorithm 1, where:
• E is the StarCraft II game environment,
• 𝑠𝑡 ∈ S is the game state at time step 𝑡 ,
• 𝑎𝑡 ∈ A is the action taken at time step 𝑡 ,
• 𝜋𝑡 is the policy at time step 𝑡 ,
• 𝑐𝑡 is the player instruction at time step 𝑡 ,
• 𝑟𝑡 is the reward at time step 𝑡 ,
• 𝜃 represents the parameters of the LLM,
• 𝑓𝐿𝐿𝑀 is the LLM’s decision function,
• 𝑔𝐵𝑇 is the behavior tree execution function, and
• 𝐶𝑜𝑆 is the Chain of Summarization function.

This formulation captures the two-phase characteristic of Adap-
tive Command workflow:

(1) Initial Policy Selection (Line 1–3): The LLM selects an initial
policy based on the initial game state and player instruction.

(2) Real-time Policy Adjustment (Line 8–13): The system adjusts
the policy based on new player instructions and the current
game state, processed through the Chain of Summarization.

4.3 Implementation Details
The implementation integrates these components through a rein-
forcement learning framework that facilitates both initial strategy
formation and real-time adaptation. The Game State Processor
employs the CoS function to transform raw game states 𝑠𝑡+1 into
summarized states 𝑠𝑡+1, enabling efficient LLM processing while
preserving strategic relevance. The LLM Strategic Advisor pro-
cesses these states alongside player instructions to generate and
refine policies without requiring additional fine-tuning, leverag-
ing the models’ inherent language understanding and reasoning
capabilities.

The Behavior Tree Executor implements these policies through
dynamically adjusted BMs, translating high-level strategic decisions
into concrete game actions. This process is augmented by a natural
language interface that primarily operates in English, chosen for

its superior performance in StarCraft II-related contexts due to the
extensive English-language training data available to the LLMs. The
system maintains continuous game state monitoring and policy
adjustment capabilities, ensuring responsive strategy adaptation
while preserving gameplay fluidity.

This implementation demonstrates the framework’s ability to fa-
cilitate effective human-AI collaboration in complex real-time strat-
egy environments, with particular emphasis on English-language
interaction due to the current limitations of multilingual StarCraft
II-specific language model training data.

5 Interactive Decision-Making Pipeline
5.1 Language Considerations in Strategic

Communication
Adaptive Command implements a comprehensive decision-making
pipeline facilitating seamless interaction between human players
and AI assistance in StarCraft II. The system operates primarily
in English due to significant challenges in multilingual support,
particularly in Chinese language processing. These challenges stem
from potential mistranslations and terminological inconsistencies
in the LLMs’ training data, affecting both unit naming conven-
tions and strategic terminology across different languages. Basic
units like "Zergling" may have multiple Chinese translations (如"跳
虫"、"小狗"、"异化虫") in the training corpus, potentially confus-
ing strategic discussions. Similar inconsistencies appear in build
orders (如"三矿四气"vs"三基地四气"vs"三开四气") and tactical
terminology (如"压制"vs"压制性进攻"vs"压制打法"). These limi-
tations arise from the predominantly English-language nature of
professional StarCraft II resources and technical documentation
used in LLM training, making English the most reliable choice for
precise strategic communication.

5.2 Two-Phase Decision Pipeline
The pipeline consists of two primary phases: initialization and
real-time adaptation. During the initialization phase, the system
establishes preliminary strategy through dialogue between the
player and the LLM-based advisor. The game environment pro-
vides the initial state 𝑠0, which the LLM analyzes alongside player
preferences 𝑐0 to recommend an appropriate rule-based policy
𝜋0 = 𝑓𝐿𝐿𝑀 (𝑠0, 𝑐0, 𝜃 ). This recommendation initiates an iterative
refinement process where players can request alternative strate-
gies until establishing a satisfactory initial approach. The real-time
adaptation phase maintains strategic flexibility throughout game-
play. The system continuously monitors game state and processes
player instructions, enabling dynamic strategy adjustments without
disrupting gameplay flow. When executing the current policy, the
system selects actions 𝑎𝑡 = 𝑔𝐵𝑇 (𝜋𝑡 , 𝑠𝑡 ) based on current state and
policy parameters. Upon receiving new player instructions 𝑐𝑡+1,
the system processes the current game state through Chain of Sum-
marization (𝑠𝑡 + 1 = CoS(𝑠𝑡 + 1)) and generates updated tactical
suggestions (𝜋𝑡+1 = 𝑓𝐿𝐿𝑀 (𝑠𝑡 + 1, 𝑎𝑡 , 𝑐𝑡 + 1, 𝜃 )).
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(a) Initial strategy (b) Transition to air units

(c) Balanced army composition (d) Final victory

Figure 3: Adaptive Command in action: real-time strategy adjustment through human-AI collaboration.

Table 1: Samples of human-AI Interactions

Phase Human Input LLM Response
Strategy Initialization (Fig. 3a) “Given the opponent is using heavily ar-

mored units, what is the best counter-
strategy?"

Recommends Roach-Hydra composition
for balance of survivability and damage
against armored units.

Adaptive Execution (Fig. 3b, 3c) “I want to play a sky army style." Suggests transitioning to Mutalisks and
Corruptors to counter Protoss air units and
control the map.

“I think we should also produce some
ground army, right?"

Advises maintaining a small ground force
for versatility and defense against various
Protoss ground units.

5.3 System Integration and Player Interaction
Adaptive Command enhances accessibility through voice-based
interaction, incorporating integrated Speech-to-Text and Text-to-
Speech technologies. The system utilizes whisper-small for speech
recognition and edge-tts for voice synthesis, optimized for English-
language communication. This hands-free interface enables strate-
gic discussions while maintaining gameplay focus. The system
preserves player agency by maintaining full support for tradi-
tional StarCraft II control mechanisms. Players seamlessly com-
bine AI-suggested strategies with their tactical decisions and micro-
management skills, creating a hybrid approach that enhances rather

than replaces player control. While the LLMmight suggest strategic
transitions, players retain complete control over timing, execution,
and resource allocation decisions. Victory conditions in Adaptive
Command align with standard StarCraft II rules, focusing primarily
on the destruction of all enemy structures. The system continu-
ously evaluates game progress and victory conditions, providing
strategic recommendations that adapt to the evolving game state
while maintaining consistency with traditional StarCraft II compet-
itive play metrics. This integration of natural language interaction,
strategic adaptation, and traditional gameplay control establishes a
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Table 2: Player Distribution and MMR Statistics

Skill Level Players MMR Range Avg. MMR
Novice 4 N/A N/A
Intermediate 4 1923-3496 2778
Expert 4 5005-5600 5358
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Figure 4: Average Win Rate by Skill Level and Group

robust framework for human-AI collaboration in StarCraft II, pre-
serving the core competitive gameplay experience while enhancing
strategic decision-making capabilities.

6 Experiment Design and Evaluation
To evaluate Adaptive Command’s effectiveness in enhancing player
experience, we conducted a comprehensive comparison experiment
with 12 participants recruited from online gaming communities and
university networks. The participants comprised 4 novice players
(less than 50 hours gameplay), 4 intermediate players (50-1000
hours), and 4 expert players (over 1000 hours, grandmaster level).
Table 2 presents their MMR (Matchmaking Rating) distribution,
which reflects their competitive skill levels.

Each participant completed 6 games as Zerg against a Level
6 (Very Hard) built-in Protoss AI opponent: three games with
standard StarCraft II controls and three with Adaptive Command
assistance. We counterbalanced the order of conditions to miti-
gate learning effects. All games were conducted on 2023 ladder
maps (Altitude, Gresvan, and Babylon LE) without time limits. The
experimental system utilized state-of-the-art LLMs (Gemini 1.5
Flash, DeepSeek-V2-0628, GPT-4-turbo-2024-04-09, GPT-4o-2024-
08-06) and custom behavior modulators based on TextStarCraft2
and python-sc2 frameworks.

For evaluation, we measured both quantitative and qualitative
metrics. Win rates were recorded for each setting, while instruction
following accuracy was rated on a 1-5 scale based on the system’s
comprehension and execution of player commands. Additionally,
players rated the system’s helpfulness on a 1-5 scale, providing
insights into its practical utility across different skill levels. Table
1 demonstrates typical human-AI interactions during gameplay,
while Figure 3 shows the system’s response to player instructions.

7 Result Analysis
7.1 Experiment Results
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Figure 5: Individual participant scores for Instruction Fol-
lowing and Helpfulness. Each point represents a participant,
with a number indicating participant’s ID. Colors of point
denote skill levels (novice, intermediate, expert). Instruction
Following measures the system’s ability to accurately im-
plement player instructions, while Helpfulness reflects the
perceived usefulness of the Adaptive Command system.

7.1.1 Win Rates. From Figure 4, We observe significant differences
in win rates between the control group (standard gameplay) and the
experimental group (using Adaptive Command). The percentages
represent the proportion of games won against the AI opponent of
Level 6 (Very Hard).
• novice players: 0% (control) vs. 42% (experimental),
• intermediate players: 58% (control) vs. 75% (experimental),
• expert players: 100% (control) vs. 100% (experimental).

These results suggest that Adaptive Command provides the most
substantial benefit to novice players, with the win rate has increased
by 42%. The impact on intermediate players is also notable, with a
17% improvement, while expert players maintained their perfect
performance in both settings.

7.1.2 Instruction Following and Helpfulness. The average instruc-
tion following and helpfulness ratings (on a 1-5 scale) for Adaptive
Command are shown in Figure 5 and listed below.
• novice players: Instruction Following 4.1, Helpfulness 4.7,
• intermediate players: Instruction Following 4.4, Helpfulness
4.2,
• expert players: Instruction Following 2.8, Helpfulness 3.1.

Novice and intermediate players reported high scores for both
metrics, indicating that the system accurately implemented their
instructions and was perceived as highly helpful. Interestingly,
expert players reported significantly lower scores for both metrics,
suggesting that the system may not have met their more advanced
needs or expectations.

6
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7.2 Findings from the Experiment
The results demonstrate that Adaptive Command provides varying
benefits across different skill levels. For novice players who initially
lack basic StarCraft II mechanics and have no prior competitive
experience (hence 0% baseline win rate), the system serves as a
crucial gameplay assistant by automating complex tasks, enabling
them to achieve a 42% win rate. The high helpfulness score (4.7)
reflects the system’s effectiveness in bridging this fundamental
gameplay gap. Intermediate players, who already possess basic
game mechanics (baseline 58% win rate), benefit from the system’s
strategic assistance to achieve an improved 75% win rate.

Expert players present a contrasting case: while maintaining per-
fect win rates both with and without the system, they reported sig-
nificantly lower scores in instruction following (2.8) and helpfulness
(3.1). This discrepancy stems from the LLM’s limited understanding
of advanced tactical concepts and complex competitive terminol-
ogy, combined with the considerable gap between the rule-based
agent’s execution capabilities and expert-level micro-management
skills. Moreover, since expert players can already execute optimal
strategies independently, the system’s assistance becomes largely
redundant for high-level gameplay.

These findings highlight both the system’s strengths and limita-
tions: while Adaptive Command effectively serves as a powerful
assistance tool for novice and intermediate players, it currently falls
short of meeting the sophisticated needs of expert-level gameplay,
suggesting future improvements should focus on enhancing both
strategic understanding and execution capabilities at higher skill
levels.

7.3 Threats to Validity
While our study provides valuable insights into the effectiveness of
Adaptive Command, several limitations should be noted:

Sample Size: The study involved only 12 participants, which
may limit the generalizability of our findings. A larger sample size
could provide more robust and representative results.

AI Opponent: Our experiments were conducted against the
built-in AI of StarCraft II. While this ensures consistency across
trials, it may not fully capture the complexity and unpredictability
of human opponents in real competitive scenarios.

Game Version Discrepancy: There exists a potential mismatch
between the game version used in the pre-training of the large
language models and the version used in our current experiments.
This discrepancy may affect the relevance and accuracy of the AI’s
strategic advice, as the game’s meta and balance may have evolved.

Framework Performance Limitations: The Adaptive Com-
mand system relies on a behavior tree for execution, which may
inherently limit its performance compared to more advanced rein-
forcement learning (RL) approaches. While our framework offers
interpretability and ease of modification, it may not achieve the
same level of optimization and adaptability as RL-based systems.

8 Contributions to the Domain of LLM Agents
Adaptive Command represents a significant advancement in language-
conditioned AI assistants for complex decision-making environ-
ments. The system demonstrates remarkable potential in accel-
erating skill development for novice and intermediate players by

reducing cognitive load in macro management and effectively trans-
lating natural language instructions into game actions. The high
instruction-following ratings not only validate the system’s effec-
tiveness in StarCraft II but also highlight its potential as a power-
ful learning tool that enables players to focus more on strategic
decision-making.

Looking beyond gaming applications, the framework’s archi-
tecture shows promising potential for adaptation across various
domains that require real-time decision support. The successful inte-
gration of LLMs with behavior tree-based execution systems creates
opportunities for applications in educational environments (such as
interactive learning platforms and personalized tutoring), business
settings (including resource management and strategic planning),
and healthcare scenarios (supporting clinical decisions and resource
allocation). This broad applicability stems from the system’s core ca-
pabilities in processing natural language instructions and executing
complex strategic decisions in real-time environments.

Future research will focus on addressing current limitations
and expanding the system’s capabilities, particularly in serving
expert-level users. Key developments will include integration with
reinforcement learning models, enhanced natural language pro-
cessing for complex instructions, and dynamic assistance based on
real-time player assessment. These advancements aim not only to
revolutionize gaming experiences but also to contribute to broader
applications of human-AI collaboration across industries. Aswe con-
tinue to refine this technology, we anticipate significant advances in
our understanding and application of AI-assisted decision-making
in complex, real-world scenarios.
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