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ABSTRACT
This paper studies the influence of logarithmic functions in policy
gradient deep reinforcement learning (RL) methods, a subject pre-
viously under-emphasized in the field. It delves into how different
logarithmic bases, specifically loge, log2, and log10, influence the
efficiency of policy gradient methods. We analyze the role of these
logarithmic functions and their gradients when using Stochastic
Gradient Descent as the optimizer in deep RL. Experimental results
show that the choice of the logarithmic base influences the policy
gradient methods. loge and log2 are generally more effective than
log10 in deep RL algorithms, but log10 exhibits more stability. Based
on analysis and experimental results, we propose the Logarithmic
Basis Policy Gradient (LBPG) and Adaptive LBPG algorithms to
enhance policy gradient methods. LBPG denotes policy gradient
methods with loge, log2, and log10 as the logarithmic base, respec-
tively. Furthermore, Adaptive LBPG dynamically selects a logarith-
mic basis among loge, log2, and log10 based on the variance-mean
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ratio of the returns to optimize speed and stability. Experimental re-
sults on video games show the importance of choosing appropriate
logarithmic functions for policy gradient RL methods and highlight
the potential of Adaptive LBPG to refine learning in deep RL tasks.
The code for this work will be shared on GitHub, fostering further
exploration within the deep RL community.
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1 INTRODUCTION
Deep reinforcement learning (RL) has been applied to various chal-
lenging domains, such as video games [1–5], robotic control [6–8],
and multi-agent systems [9–11]. Deep RL methods can be divided
into value-based methods [12] and policy gradient methods [13].
This paper focuses on policy gradient methods.

A famous policy gradient method is the REINFORCE algorithm
[13] that approximates the policy using a network. After that, deep
RL methods that approximate the policy and the value function
using neural networks are called the actor-critic architecture, where
’actor’ denotes the policy, and ’critic’ denotes the value function
[14]. Modern variants include Natural Actor-Critic [15], Advantage

https://doi.org/10.6084/m9.figshare.25027334.v1
https://doi.org/10.6084/m9.figshare.25027334.v1
https://doi.org/10.6084/m9.figshare.25027334.v1


6th International Conference on Distributed Artificial Intelligence, Dec 18th-22nd, 2024, Singapore Liu and Guo, et al.

Actor-Critic [16], Trust Region Policy Optimization (TRPO) [17],
Proximal Policy Optimization (PPO) [18] algorithms, etc.

Literature [19] presents the 𝑛-step TD method to balance the
return bias-variance trade-off. The 𝑛-step TD method can be gener-
alized to the Monte Carlo (MC) and one-step TD methods. One can
shift from one to the other smoothly as needed to meet a particular
task’s demands. Literature [16] proposes the advantage function
to reduce the variance of the estimated value function. After that,
general advantage estimation (GAE) [20] uses value functions to
substantially reduce variance at the cost of some bias, with an expo-
nentially weighted estimator of the advantage function analogous
to TD(𝜆) [19]. Literature [21] proposes the control variate method
to reduce the estimation variance of the return and does not change
the expected return value. The literature [22] presents a detailed
overview of off-policy [19] evaluation in deep RL.

There are two most widely used algorithms in deep RL: Advan-
tage Actor-Critic (A2C) [16] and General Advantage Estimation
(GAE) [20]. A2C is one of the most widely used methods in deep RL.
GAE [20] uses value functions to substantially reduce the variance
of policy gradient estimates at the cost of some bias, with an expo-
nentially weighted estimator of the advantage function analogous
to TD(𝜆) [19].

Although policy gradient methods have been studied exten-
sively, most work focuses on the value function to address the
bias-variance trade-off. Our approach diverges from conventional
policy gradient methods by concentrating on logarithmic func-
tions within policy gradient methods. We examine how various
logarithmic bases impact policy gradient methods. We select the
logarithmic bases of loge, log2, and log10 because of their prevalence
in mathematical calculations.

This paper aims to understand how the choice of logarithmic
bases and their corresponding gradients impact the performance
and stability of policy gradient methods. Specifically, we analyze the
influence of different logarithmic bases (log𝑒 , log2, and log10) on pol-
icy gradient methods in deep reinforcement learning. Experimental
results in classical control benchmark environments illustrate that
log𝑒 and log2 generally lead to faster learning, whereas log10 offers
enhanced stability. These findings provide practical insights for
researchers in selecting suitable logarithmic functions.

Furthermore, we propose the Adaptive Logarithmic Basis Policy
Gradient (Adaptive LBPG) algorithm, which dynamically adapts
among log2, log𝑒 , and log10 in the policy gradient based on the
variance-to-mean ratio of returns. Experimental results show that
Adaptive LBPG can balance learning efficiency and stability under
different reward conditions, enabling tailored learning processes
fine-tuned to the unique challenges and dynamics of various en-
vironments. This adaptability can significantly affect the learning
process, as demonstrated in Section 5.

2 RELATEDWORKS
Adaptive learning rate methods have been extensively studied to
improve the optimization process in deep learning. Algorithms such
as AdaGrad [23], RMSprop [24], and Adam [25] dynamically adjust
the learning rate during training based on the history of gradient
updates. These methods aim to control the optimization step size,
thereby enhancing convergence speed and stability.

AdaGrad [23] adapts the learning rate for each parameter indi-
vidually, scaling it inversely proportional to the square root of the
sum of all historical squared gradients. This approach allows for
larger updates for infrequent parameters and smaller updates for
frequent ones, effectively controlling the step size. RMSprop [24]
modifies AdaGrad by introducing a decaying average of squared
gradients, preventing the learning rate from decreasing too rapidly.
This adjustment enables the algorithm to perform well in non-
convex settings common in deep learning. Adam [25] combines
the advantages of AdaGrad and RMSprop by maintaining both the
first and second moments of the gradients. It computes adaptive
learning rates for each parameter, leading to efficient handling of
sparse gradients and noisy problems.

Our proposed method differs from these adaptive learning rate
algorithms by focusing on the logarithmic function within the
policy gradient computation. Specifically, we adjust the logarithmic
base in the policy gradient, which introduces a scaling factor in the
gradient updates. While adaptive learning rate methods modify the
optimization step size globally or per-parameter based on gradient
history, our approach dynamically changes the gradient magnitude
through the logarithmic base adjustment.

The key distinction is that adaptive learning rate methods adjust
the learning rate 𝜂 externally, affecting how the optimizer updates
the parameters:

𝜃𝑡+1 = 𝜃𝑡 − 𝜂𝑡∇𝜃 𝐽 (𝜃𝑡 ), (1)

where 𝜂𝑡 is the learning rate at iteration 𝑡 . In contrast, our method
modifies the gradient computation directly within the policy gradi-
ent:

∇𝜃 𝐽 (𝜃 ) =
1

ln(𝑏)E
𝜋𝜃

[
𝐴𝜋𝜃 (𝑠𝑡 , 𝑎𝑡 )

∇𝜃𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 )
𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 )

]
, (2)

where the scaling factor 1
ln(𝑏 ) depends on the chosen logarithmic

base 𝑏. By dynamically selecting 𝑏 based on the variance-to-mean
ratio of returns, our Adaptive LBPG algorithm adjusts the magni-
tude of the gradient updates in response to the training dynamics.

While both approaches aim to control the step size for optimiza-
tion, our method offers an alternative mechanism embedded within
the gradient computation itself. This integration allows for dynamic
adjustments without altering the external learning rate schedule,
potentially simplifying hyperparameter tuning.

Research on learning rate control has shown that adaptive meth-
ods can significantly impact convergence and generalization [26].
However, setting appropriate learning rates remains a challenging
task, often requiring extensive experimentation. Our approach con-
tributes to this area by providing an internal mechanism to adjust
the effective learning rate through the logarithmic base, comple-
menting existing adaptive optimization techniques.

In summary, while adaptive learning rate methods and our Adap-
tive LBPG algorithm both adjust the optimization step size, they do
so at different levels of the learning process. Our method operates
within the policy gradient computation by modifying the loga-
rithmic base, offering a novel perspective on controlling gradient
magnitudes in reinforcement learning.
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3 PRELIMINARIES
Policy gradient methods directly parameterize the policy and opti-
mize the policy parameters by policy gradient [19]. The policy 𝜋𝜃
is usually modeled with a parameterized function for 𝜃 . Deep RL
aims to learn a policy 𝜋𝜃 that can maximize the expected return
𝐽 (𝜋𝜃 ):

𝐽 (𝜋𝜃 ) =
∑︁
𝑠∈S

𝑑𝜋𝜃 (𝑠)𝑉 𝜋𝜃 (𝑠)

=
∑︁
𝑠∈S

𝑑𝜋𝜃 (𝑠)
∑︁
𝑎∈A

𝜋𝜃 (𝑎 | 𝑠)𝑄𝜋𝜃 (𝑠, 𝑎),
(3)

The parameterized policy 𝜋𝜃 can be updated by the gradient
[19]:

∇𝜃 𝐽 (𝜋𝜃 ) ∝
∑︁
𝑠∈S

𝑑𝜋𝜃 (𝑠)
∑︁
𝑎∈A

𝑄𝜋𝜃 (𝑠, 𝑎)∇𝜃𝜋𝜃 (𝑎 | 𝑠)

=
∑︁
𝑠∈S

𝑑𝜋𝜃 (𝑠)
∑︁
𝑎∈A

𝑄𝜋𝜃 (𝑠, 𝑎)𝜋𝜃 (𝑎 | 𝑠)
∇𝜃𝜋𝜃 (𝑎 | 𝑠)
𝜋𝜃 (𝑎 | 𝑠)

= E𝜋𝜃
[
𝑄𝜋𝜃 (𝑠, 𝑎)∇𝜃 log𝜋𝜃 (𝑎 | 𝑠)

] (4)

where ∇𝜃 𝐽 (𝜋𝜃 ) denotes the gradients of 𝐽 (𝜋𝜃 ) with respect to
𝜃 . 𝑑𝜋𝜃 (𝑠) represents the state distribution under 𝜋𝜃 . 𝑉 𝜋𝜃 denotes
the state-value function, 𝑄𝜋𝜃 denotes the action-value function,
and E𝜋𝜃 denotes the expectation under policy 𝜋𝜃 . At timestep, 𝑡 ,
an action 𝑎𝑡 is taken under policy 𝜋𝜃 at state 𝑠𝑡 , and thereafter
following policy 𝜋𝜃 . The policy gradient theorem (Eq. (4)) lays
the theoretical foundation for various policy gradient algorithms
[13, 15–18]. Policy gradient methods maximize the expected total
reward by repeatedly estimating the gradient.

Eq. (4) shows that the policy gradient involves the state-action
value term𝑄𝜋𝜃 (𝑠, 𝑎). Muchwork on policy gradientmethods [16, 19,
20] focuses on the value function part (𝑄𝜋𝜃 (𝑠, 𝑎)) in policy gradient,
intending to balance the bias-variance trade-off. There are several
different related expressions for the policy gradient, which have
the form:

∇𝜃 𝐽 (𝜋𝜃 ) = E𝜋𝜃

[ ∞∑︁
𝑡=0

Ψ𝑡∇𝜃 log𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 )
]

(5)

where Ψ𝑡 may be one of the following: (1)
∑∞
𝑡=0 𝑟𝑡 : total reward of

the trajectory; (2)
∑∞
𝑡 ′=𝑡 𝑟𝑡 ′ : reward following action𝑎𝑡 ; (3)

∑∞
𝑡 ′=𝑡 𝑟𝑡 ′−

𝑏 (𝑠𝑡 ): base-lined version of (2); (4) 𝑄𝜋𝜃 (𝑠𝑡 , 𝑎𝑡 ): state-action value
function; (5) 𝑟𝑡 + 𝑉 𝜋𝜃 (𝑠𝑡+1) − 𝑉 𝜋𝜃 (𝑠𝑡 ): temporal-difference (TD)
residual; (6) 𝐴𝜋𝜃 (𝑠𝑡 , 𝑎𝑡 ) = 𝑄𝜋𝜃 (𝑠𝑡 , 𝑎𝑡 ) −𝑉 𝜋𝜃 (𝑠𝑡 ): advantage func-
tion. The latter formulas use the following definitions:

𝑉 𝜋𝜃 (𝑠𝑡 ) = E𝜋𝜃𝑠𝑡 :∞

[ ∞∑︁
𝑙=0

𝛾𝑙𝑟𝑡+𝑙

]
(6)

𝑄𝜋𝜃 (𝑠𝑡 , 𝑎𝑡 ) = E𝜋𝜃𝑠𝑡 :∞
𝑎𝑡 :∞

[ ∞∑︁
𝑙=0

𝛾𝑙𝑟𝑡+𝑙

]
(7)

where 𝛾 is a discount factor.
For example, Generalized Advantage Estimation (GAE) [20] com-

putes the advantage as:

𝐴GAE
𝑡 =

∞∑︁
𝑙=0
(𝛾𝜆)𝑙𝛿𝑡+𝑙 , (8)

where 𝛿𝑡 = 𝑟𝑡 + 𝛾𝑉 𝜋𝜃 (𝑠𝑡+1) − 𝑉 𝜋𝜃 (𝑠𝑡 ) is the temporal-difference
(TD) error, and 𝜆 ∈ [0, 1] balances bias and variance.

These gradient estimators focus on improving the estimation of
𝐴𝜋𝜃 (𝑠𝑡 , 𝑎𝑡 ) but do not alter the log𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ) term in Equation (5).
The logarithmic function arises naturally from the derivative of the
log-likelihood of the policy:

∇𝜃 log𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ) =
∇𝜃𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 )
𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 )

, (9)

which represents the sensitivity of the policy’s action probabilities
to changes in the parameters 𝜃 .

4 LOGARITHMIC BASIS POLICY GRADIENT

(a) (b) (c)

Figure 1: Logarithmic function and their gradients. (a) The
curves of logarithmic function. (b) The gradients of loga-
rithms. (c) The corresponding curve markings, where 𝑥 de-
notes the policy 𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ), 𝑔𝑏 denotes the gradient of loga-
rithmic function with base 𝑏.

This section examines the impact of different logarithmic bases
on policy gradient methods. We analyze these effects and propose
the Adaptive LBPG method, which dynamically adjusts the loga-
rithmic function based on real-time training metrics.

4.1 Logarithmic Function Matters Policy
Gradient

This paper seeks to answer a pivotal question:
How do different logarithmic bases in the policy gradient formula

affect overall performance?
Given the widespread use of the advantage function in deep RL
methods, as detailed in works like [16] and [18], This paper’s in-
vestigation is grounded in analyzing the policy gradient with the
advantage function:

∇𝜃 𝐽 (𝜋𝜃 ) = E𝜋𝜃

[ ∞∑︁
𝑡=0

𝐴𝜋𝜃 (𝑠𝑡 , 𝑎𝑡 ) ∇𝜃 log𝑏 𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 )
]

(10)

In Eq. (10), the subscript𝑏 in log𝑏 denotes the base of the logarith-
mic function. Conventional policy gradient methods predominantly
use the natural logarithm base 𝑒 ≈ 2.718 (i.e., 𝑏 = 𝑒). This paper
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seeks to answer a pivotal question: How do different logarithmic
bases in the policy gradient formula (as shown in Eq. (10)) affect
overall performance? To answer this question, we scrutinize three
commonly used bases in mathematical analysis—loge, log2, and
log10, and examine their gradients. The gradient of the logarithmic
function is:

∇𝜃 log𝑏 𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ) =
1

𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ) ln(𝑏)
∇𝜃𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ) (11)

Then, Eq. (10) can be written as:

∇𝜃 𝐽 (𝜋𝜃 ) = E𝜋𝜃

[ ∞∑︁
𝑡=0

𝐴𝜋𝜃 (𝑠𝑡 , 𝑎𝑡 )
∇𝜃𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 )

𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ) ln(𝑏)

]
(12)

Eq. (11) shows that although the probability 𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ) is equal in
log𝑒 𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ), log2 𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ), and log10 𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ), there exists
a constant ln(𝑏) in ∇𝜃 log𝑏 𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ). This leads to a different
scaling of the gradient for these three bases. The effects produced
by using different logarithmic bases can be achieved by altering the
learning rate. The presence of the constant 1

ln(𝑏 ) in the gradient
computation is mathematically equivalent to scaling the learning
rate by the same factor. Specifically, the update rule with learning
rate 𝜂 becomes:

Δ𝜃 = 𝜂∇𝜃 𝐽 (𝜋𝜃 ) = 𝜂
1

ln(𝑏)E
𝜋𝜃

[
𝐴𝜋𝜃 (𝑠𝑡 , 𝑎𝑡 )

∇𝜃𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 )
𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 )

]
. (13)

By adjusting the effective learning rate to 𝜂eff = 𝜂/ln(𝑏), one
can replicate the effect of changing the logarithmic base. There-
fore, while altering the logarithmic base changes the magnitude
of the gradient, this effect can indeed be achieved by modifying
the learning rate directly. However, our approach integrates the
scaling factor through the logarithmic base, allowing for dynamic
adjustments based on training metrics without manually tuning the
learning rate, providing a practical mechanism to balance learning
speed and stability during training.

Figure 1 shows these logarithmic functions with different bases
and the gradients of these logarithmic functions. Analyzing Fig-
ure 1 (b), we find that although the gradients of 𝑙𝑜𝑔𝑒𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ),
𝑙𝑜𝑔2𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ), and 𝑙𝑜𝑔10𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ) have the same varying ten-
dency, their values vary wildly. This undoubtedly affects the policy
gradients and the final performances of the policy after multi-step
updates.

Furthermore, although log𝑒 𝑥 , log2 𝑥 , and log10 𝑥 have the same
tendency, their function values vary significantly for the same 𝑥 .
In most cases, the probability of a good action 𝜋 (𝑎good | 𝑠) is
greater than that of a bad action 𝜋 (𝑎bad | 𝑠); that is, 𝜋 (𝑎good |
𝑠) > 𝜋 (𝑎bad | 𝑠). Since the logarithm function is monotonically
increasing, we have log𝜋 (𝑎good | 𝑠) > log𝜋 (𝑎bad | 𝑠). However,
because 𝜋 (𝑎good | 𝑠) is close to 1, log𝜋 (𝑎good | 𝑠) is close to 0, while
log𝜋 (𝑎bad | 𝑠) is a larger negative number. When calculating the
gradient, we use the relation ∇𝜃 log𝜋 (𝑎 | 𝑠) =

∇𝜃𝜋 (𝑎 |𝑠 )
𝜋 (𝑎 |𝑠 ) . For a good

action, since 𝜋 (𝑎good | 𝑠) is close to 1, the denominator is large,
resulting in a smaller gradient magnitude. Conversely, for a bad
action, 𝜋 (𝑎bad | 𝑠) is small, leading to a larger gradient magnitude
due to the smaller denominator. This means that the contribution
of bad action samples to the gradient update can be dispropor-
tionately larger than that of good action samples. As a result, the

policy may update more significantly in directions suggested by
bad actions, potentially impeding learning. This issue highlights
the importance of carefully considering how the policy gradient
formula ∇𝜃 log𝜋 (𝑎 | 𝑠) handles actions with varying probabilities.
Adjusting the policy gradient computation or incorporating mech-
anisms to balance the contributions of good and bad actions could
improve the learning process.

1
2

1
2

3

3

Figure 2: Schematic diagram of multi-step gradient updates
with different bases.

Figure 2 illustrates the multi-step gradient updates with different
logarithmic bases. The red and black lines represent the update
trajectories of log𝑒 𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ) and log10 𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ), respectively.
Although the initial gradient directions for log𝑒 𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ) and
log10 𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ) are the same, the differences in the logarithmic
bases introduce a constant update-size bias. As the updates progress,
the vector sums of the gradients differ, leading to divergence in the
policy parameters over multiple steps. This divergence is further
amplified by the influence of 𝑙𝑛(𝑏), as shown in Eq. (11), resulting in
a significant effect on the policy gradient. Importantly, the probabil-
ity 𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 ) is not equivalent across log𝑒 , log2, and log10, which
underscores the importance of the chosen logarithmic base in deep
reinforcement learning.

We can conclude that: The logarithmic function with different
bases in the policy gradient has various performances. Thus, the loga-
rithmic function matters in the deep RL of the policy gradient 𝑙𝑜𝑔𝑒
and 𝑙𝑜𝑔2 generally facilitate faster learning, but 𝑙𝑜𝑔10 exhibits su-
perior stability. These insights guide deep-level RL practitioners in
tailoring log functions to specific challenges.

4.2 LGBM and Adaptive LGBM
Based on the above insight, we propose the Logarithmic Basis Policy
Gradient (LBPG) algorithm, which means the logarithmic function
with different bases in the policy gradient. LBPG can be applied to
various policy gradient algorithms. We write the general expression
of the policy gradient with LBPG:

∇𝜃 𝐽 (𝜋𝜃 ) = E𝜋𝜃

[ ∞∑︁
𝑡=0

Ψ𝑡∇𝜃 log𝑏 𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 )
]

(14)

where 𝑏 = [𝑒, 2, 10]. Specifically, when Ψ𝑡 denotes different values,
we get:
• Ψ𝑡 =

∑∞
𝑡 ′=𝑡 𝑟𝑡 ′ : LB-REINFORCE (LBREINFORCE).

• Ψ𝑡 =𝑄𝜋𝜃 (𝑠𝑡 , 𝑎𝑡 ) approximated by neural network: LB-Actor-
Critic (LBAC).
• Ψ𝑡 = 𝐴𝜋𝜃 (𝑠𝑡 , 𝑎𝑡 ): LB-Advantage Actor-critic (LBA2C).
• Ψ𝑡 = 𝐴

GAE(𝛾,𝜆)
𝑡 : LB-GAE (LBGAE)

LBPG algorithm is summarized in Algorithm 1.
Furthermore, we propose the Adaptive LBPG algorithm to cap-

italize on the insights regarding the distinct impacts of various
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Algorithm 1 LBPG: Log-Bases Policy Gradient
Parameters: total training epoch 𝐿; learning rate 𝛼 , 𝛽

1: Initialize policy network parameters 𝜃 and value function net-
work parameters 𝜔

2: for 𝑙 = 1, . . . , 𝐿 do
3: while not done do
4: Observe state 𝑠𝑡 , get action 𝑎𝑡 from the policy network
5: Receive 𝑠𝑡+1 and reward 𝑟𝑡 from the environment
6: Append (𝑠𝑡 , 𝑎𝑡 , 𝑟𝑡 , 𝑠𝑡+1) to the transition-sample list
7: end while
8: Update value network (by TD residual, advantage value,

etc.): For example, TD residual: 𝛿𝜔 = 1
𝑀

∑
𝑚 ∇𝜔E𝜋𝜃 [(𝑟𝑡 +

𝑄 (𝑠𝑡+1, 𝑎) −𝑄 (𝑠𝑡 , 𝑎𝑡 ))]2 𝜔 ← 𝜔 + 𝛽𝑡𝛿𝜔
9: Update the policy network: ∇𝜃 𝐽 (𝜋𝜃 ) =

E𝜋𝜃
[∑∞

𝑡=0 Ψ𝑡∇𝜃 log𝑏 𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 )
]

with 𝑏 = [2, 𝑒, 10],
where Ψ𝑡 the advantage function and value function, etc.
𝜃 ← 𝜃 + 𝛽∇𝜃 𝐽 (𝜋𝜃 )

10: end for
Output: policy parameters 𝜃 , and critic parameters 𝜔

logarithmic bases on policy gradient RL performance. Adaptive
LBPG algorithm firstly calculates returns R using rewards, then
computes the return’s mean 𝜇R and the return’s variance 𝜎2R . We
define return’s variance-mean ratio 𝜌R :

𝜌R =
𝜎2R
𝜇R

(15)

Adaptive LBPG algorithm determines the log base 𝑏 with segmenta-
tion function, comparing 𝜌R with low threshold 𝜏𝑙𝑜𝑤 , mid threshold
𝜏𝑚𝑖𝑑 and high threshold 𝜏ℎ𝑖𝑔ℎ :

𝑏 =


2, if 𝜌R < 𝜏𝑙𝑜𝑤 ,

𝑒, if 𝜏𝑚𝑖𝑑 ≤ 𝜌R < 𝜏ℎ𝑖𝑔ℎ,

10, otherwise.
(16)

A high 𝜌R means a significant return’s relative variance, repre-
senting that the policy indicates instability. Thus, we must choose
a lower log base to stabilize the learning process. For example,
Adaptive LBPG may lean towards a lower base, such as 𝑙𝑜𝑔2, in
environments with a lower return variance-mean ratio, signaling
more stable learning conditions. On the contrary, a low 𝜌R requires
a higher base like 𝑙𝑜𝑔10 that would increase the learning speed.
Algorithm 2 summarizes the process.

In case positive returns 𝑅pos and negative returns 𝑅neg cancel
each other out, the denominator in ratio calculation can be per-
ilously small. To mitigate this problem, the algorithm separates the
returns into positive 𝑅pos and negative 𝑅neg categories. By doing
so, it calculates the mean 𝜇Rpos , 𝜇Rneg and variance 𝜎2Rpos , 𝜎

2
Rneg

for each category independently.Then the algorithm calculates ra-

tios for positive rewards 𝜌Rpos =
𝜎2
Rpos

𝜇Rpos
and the negative rewards

𝜌Rneg =
𝜎2
Rneg
|𝜇Rneg |

, and the returns ratio can be 𝜌R =
𝜌Rpos+𝜌Rneg

2 as
the average of the positive and negative ratios.

To balance learning speed and stability in practical applica-
tions—especially in long-term tasks or scenarios requiring high

stability-adaptive LGBM algorithm dynamically selects the loga-
rithmic base using the variance-to-mean ratio of returns. Bases like
log𝑒 and log2 generally lead to faster learning due to larger gradient
magnitudes, while log10 provides enhanced stability with smaller
gradient steps. By adjusting the base in response to the variability
of returns, Adaptive LBPG balances speed and stability: when high
variance is detected, it opts for a more stable base like log10; when
variance is low, it switches to bases that facilitate faster learning,
such as log𝑒 or log2.

This method applies to a range of tasks, including those with
highly nonlinear reward structures. The dynamic selection mech-
anism effectively adapts to tasks with different characteristics by
modulating the learning process according to the observed reward
distribution. As a result, Adaptive LBPG enhances policy gradient
methods with greater flexibility and efficiency, enabling them to
navigate diverse and ever-changing reward landscapes. It expands
the limits of conventional policy gradient methods by providing
a mechanism to adaptively balance learning speed and stability
across various environments.

5 EXPERIMENTS AND ANALYSIS
This section conducted a series of experiments to validate the ef-
ficiency of the proposed methods. Test environments are widely
recognized control benchmark environments in OpenAI Gym. We
applied LBPG and Adaptive LBPG to several prominent policy gra-
dient deep RL algorithms, including REINFORCE [13], Actor-Critic
[16], A2C [16], and GAE [20], to verify the efficiency of the proposed
methods.

(a) Cartpole Environment (b) Lunarlander Environment

Figure 3: Two game environments in OpenAI Gym: Cartpole
and Lunarlander.

To demonstrate the comprehensiveness and representativeness
of our experiments, we conducted them on two classical control
benchmark environments widely used in reinforcement learning
research: CartPole and LunarLander, as shown in Figure 3. The
CartPole environment is based on the classic inverted pendulum
problem [27], where a pole is attached to a cart moving along a
frictionless track; the agent must learn to apply left or right forces to
balance the pole upright, testing fundamental control strategies. The
LunarLander environment involves controlling a lander to safely
touch down on a designated landing pad using discrete actions
to fire engines in different directions; it introduces complexities
such as continuous state spaces, stochastic initial conditions, and
precise control requirements, making it a comprehensive test for
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Algorithm 2 Adaptive LBPG: Adaptive Log-Bases Policy Gradient
Parameters: total training epochs 𝐿; learning rates 𝛼 , 𝛽 ; low
threshold 𝜏𝑙𝑜𝑤 , mid threshold 𝜏𝑚𝑖𝑑 , high threshold 𝜏ℎ𝑖𝑔ℎ

1: Initialize policy network parameters 𝜃 and value function net-
work parameters 𝜔

2: for 𝑙 = 1, . . . , 𝐿 do
3: Initialize episode reward to 0
4: Reset environment and get initial state 𝑠0
5: while not done do
6: Observe state 𝑠𝑡 , get action 𝑎𝑡 and value estimate 𝑣𝑡 from

the policy network
7: Execute action 𝑎𝑡 , receive reward 𝑟𝑡 and new state 𝑠𝑡+1

from the environment
8: Store (𝑠𝑡 , 𝑎𝑡 , 𝑟𝑡 , 𝑠𝑡+1) in the transition sample list
9: if 𝑟𝑡 ≥ 0 then
10: Append 𝑟𝑡 to positive rewards list 𝑅pos
11: else
12: Append 𝑟𝑡 to negative rewards list 𝑅neg
13: end if
14: Update episode reward 𝑅 by appending 𝑟𝑡
15: end while
16: Compute mean and variance for 𝑅pos and 𝑅neg: 𝜇Rpos , 𝜇Rneg ,

𝜎2Rpos , 𝜎
2
Rneg

17: Calculate ratios for positive rewards 𝜌Rpos =
𝜎2
Rpos

𝜇Rpos
, nega-

tive rewards 𝜌Rneg =
𝜎2
Rneg
|𝜇Rneg |

, returns 𝜌R =
𝜌Rpos+𝜌Rneg

2 , and

variance-mean 𝜌R =
𝜎2
R

𝜇R
18: if 𝜌R < 𝜏𝑙𝑜𝑤 then
19: 𝑏 = 2
20: else if 𝜏𝑚𝑖𝑑 ≤ 𝜌R < 𝜏ℎ𝑖𝑔ℎ then
21: 𝑏 = 𝑒

22: else
23: 𝑏 = 10
24: end if
25: Update value network:
26: 𝛿𝜔 = 1

𝑀

∑
𝑚 ∇𝜔E𝜋𝜃 [(𝑟𝑡 +𝑄 (𝑠𝑡+1, 𝑎) −𝑄 (𝑠𝑡 , 𝑎𝑡 ))]2

27: 𝜔 ← 𝜔 + 𝛽𝛿𝜔
28: Update the policy network with selected log base 𝑏:
29: ∇𝜃 𝐽 (𝜋𝜃 ) = E𝜋𝜃

[∑∞
𝑡=0 Ψ𝑡∇𝜃 log𝑏 𝜋𝜃 (𝑎𝑡 | 𝑠𝑡 )

]
30: 𝜃 ← 𝜃 + 𝛼∇𝜃 𝐽 (𝜋𝜃 )
31: end for

Output: Optimized policy and critic parameters 𝜃, 𝜔

reinforcement learning algorithms. By using these two diverse and
well-established environments, we ensure that our experiments are
both comprehensive and representative of the challenges faced in
control tasks within reinforcement learning.

Experimental results in Figure 4 demonstrate the influence of
varying logarithmic bases when used in conjunction with the SGD
optimizer. Figure 4 shows that loge and log2, facilitate faster learn-
ing in most of these algorithms compared to log10. However, log10
exhibits superior stability, suggesting its suitability in scenarios

where training stability is paramount. The experimental results sug-
gest that deep RL practitioners can choose either log2 or log10 based
on their specific requirements, leading to improved performance in
fluctuating RL scenarios.

Building on the initial findings, we further explore the learning
dynamics using LBPG. Figure 5 illustrates the relationship between
average return and the variance-mean ratio of batch returns in
REINFORCE, AC, A2C, and GAE algorithms. Figs. 5 (a)-(h) show
that when the return variance increases, meanwhile, the return
decreases. The intuitive idea is that we should reduce the learning
rate to enhance the stability of the training. A small learning rate
can achieve this; therefore, 𝑙𝑜𝑔10 can be chosen.

The extended experiments in Figure 6 highlight the adaptive
nature of the Adaptive LBPG method. We set the thresholds 𝜏low =

0.1, 𝜏mid = 0.3, and 𝜏high = 0.57 based on:
• Rationale: These thresholds segment the variance-to-mean
ratio of returns into zones reflecting different learning sta-
bility levels—low ratios indicate stability and high ratios
suggest instability.
• Determination: Preliminary experiments revealed specific
ratio values where learning behavior changed notably; we
selected thresholds at these points to trigger base adjust-
ments.
• Empirical Support: The chosen thresholds enabled effec-
tive switching between log2, log𝑒 , and log10 bases, enhanc-
ing performance in return, stability, and loss, as shown in
Figure 6.

This dynamic adjustment optimizes performance by promoting
faster learning when variance is low and enhancing stability when
variance is high. Figure 6 confirms the effectiveness of the chosen
thresholds, demonstrating that Adaptive LBPG outperforms other
methods in the CartPole-v1 environment.

These results demonstrate LBPG’s capacity tomodulate the learn-
ing rate dynamically, thus improving both the efficiency and ro-
bustness of the learning process in policy gradient frameworks.
The versatility of LBPG makes it particularly valuable for deep
RL environments characterized by variable rewards, highlighting
the efficacy of LBPG in accelerating learning progress across these
algorithms.

Limitation: LBPG substantially impacts policy gradient methods
with SGD optimizer more than Adam optimizer. This could be due
to themomentum characteristics of Adam’s optimizer. Choosing the
right optimizer with LBPG for maximum efficacy in RL scenarios is
essential.

6 CONCLUSION AND FUTUREWORK
This paper explores the impact of different logarithmic bases (loge,
log2, and log10) on policy gradient methods in deep RL. By ana-
lyzing their roles and gradients when using SGD as the optimizer,
we proposed the LBPG and Adaptive LBPG algorithms to enhance
these methods. Experimental results show that while loge and log2
generally outperform log10 in effectiveness, log10 offers greater
stability. This underscores the importance of selecting appropriate
logarithmic functions, with Adaptive LBPG showing promise in
refining learning in deep RL tasks. Furthermore, the Adaptive LBPG
algorithm dynamically adjusts the logarithmic base based on the
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(a) REINFORCE on CartPole
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(b) REINFORCE on LunarLander
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(c) AC on CartPole

0 500 1000 1500 2000 2500 3000
Environment Steps

200

100

0

100

200

A
ve

ra
ge

 R
et

ur
n

LunarLander-v2
LB-AC_loge
LB-AC_log2
LB-AC_log10

(d) AC on LunarLander
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(e) A2C on CartPole
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(f) A2C on LunarLander
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(g) GAE on CartPole
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(h) GAE on LunarLander

Figure 4: Performances of LBREINFORCE, LBAC, LBA2C, and LBGAE on CartPole-v1 and LunarLander-v2. (a) REINFORCE
on CartPole. (b) REINFORCE on LunarLander. (c) AC on CartPole. (d) AC on LunarLander. (e) A2C on CartPole. (f) A2C on
LunarLander. (g) GAE on CartPole. (h) GAE on LunarLander.
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Figure 5: Relationship of return and batch return variance on CartPole-v1. (a) (b) (c) (d) Return of REINFORCE, AC, A2C, and
GAE. (e) (f) (g) (h) Return variance-mean ratio of REINFORCE, AC, A2C, and GAE.

learning environment, enhancing performance and efficiency across
diverse scenarios by managing stability and learning rates through
flexible base switching. This advancement contributes significantly
to RL by providing a responsive and nuanced approach to policy
gradient optimization, enriching the RL toolkit, and paving the way
for more robust methods in both single-agent and multi-agent set-
tings. In the future, we will expand the LBPG algorithm’s usability

by integrating it with other optimizers and exploring its potential
in more complex environments. Additionally, we aim to investigate
its effectiveness in multi-agent scenarios and study its impact on
cooperative or competitive dynamics within such environments.
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(a) Return (b) Variance-Mean Ratio (c) Loss

Figure 6: Relationship of return, loss, and variance-mean ratio on CartPole-v1. (a) Returns of adaptive, log2, log10, and loge
functions. (b) Variance-mean ratio of adaptive, log2, log10, and loge functions. (c) Loss of adaptive, log2, log10, and loge
functions.
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